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1 |  INTRODUCTION

Machine‐reading comprehension‐based question answering 
(MRQA) is a machine technique of understanding a given pas-
sage and related questions followed by answering each ques-
tion. This study uses the Stanford Question Answering Dataset 
(SQuAD) [1]. Based on the type of SQuAD question‐answer 
pairs, MRQA finds an answer span corresponding to a ques-
tion about a given passage. Consider the following example:

Question: “Why did Tesla want funds from Morgan?”
The system analyzes the following relevant passage: “In 

December 1901, Marconi successfully transmitted... relation-
ship with Morgan. Over the next five years, Tesla wrote over 
50 letters to Morgan, pleading for and demanding additional 
funding to complete the construction of Wardenclyffe. Tesla 
continued the project... to appeal to his Christian spirit.”

Correct answer: “to complete the construction of 
Wardenclyffe.”

End‐to‐end deep‐learning models, including DrQA [2], 
FastQA [3], R‐NET [4], and Bi‐Directional Attention Flow 
(BiDAF) [5], have also been studied for MRQA tasks. These 
models perform encoding for given questions and passages, 
match the encoded questions and passages, and output the an-
swer span (ie, start and end positions of answers) correspond-
ing to each question using pointer networks [6] based on an 
attention mechanism [7]. Currently, the output answer dif-
fers, depending on the type of questions. Additionally, vari-
ous types of questions are included in a document. Generally, 
models resolving MRQA encode the question to create a rep-
resentation and model conditional probabilities with context 
vectors. Formally, the conditional probability, p(y|x,  q), is 
decomposed as follows:
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where xi encodes the inputted passage sequence at the i‐
th timestep, q is an encoded vector of question sequence 
Q = {q1, q2, ..., qm}, and y is a sequence of span indices, each 
between the start and the end (see Section 3).

The answer to the question depends on the question type. 
For example, questions related to who, where, and why are, 
respectively, about a person, a location, a suggestion, a rea-
son, or an intention. We propose using a neural variational 
inference model [8,9] for generative models of question type, 
inspired by the variational autoencoder (VAE) [10] to model 
each question. We construct a deep‐learning‐based inference 
network conditioned on question vectors to approximate an 
unmanageable distribution of latent variables. Owing to the 
flexibility of deep learning, the inference network can train 
complex nonlinear distributions and handle structured inputs, 
such as word sequences. A variational inference model as-
sumes that there are continuous latent variables, z, underly-
ing the semantic space. In this case, the latent variables with 
the question vector, q, can generate an output (ie, hidden 
state) sampled from the parameterized distribution of a de-
coder, such as p(y|z, q, x). The inference network is trained 
by back‐propagating unbiased and low‐variance gradients 
with respect to latent variables using the reparameterization 
method [10,11].

When we perform machine‐reading comprehension, a 
given passage can be long, comprising several sentences. 
This makes it difficult to find an answer. To solve this prob-
lem, we construct sentence representations by encoding them 
in a passage, and we use them to perform question and pas-
sage modeling and to calculate the answer score. We propose 
the variational simple recurrent unit (SRU)‐based sentence 
and self‐matching network (VS3‐NET) to solve the MRQA 
task.

To summarize, the main advantages of our method are as 
follows:

1. Question modeling: We propose the neural variational 
question model (NVQM), a variational inference network 
based on a question vector to model question types.

2. Hierarchical MRQA model: To improve the perfor-
mance of MRQA with multiple long input sentences, 
we encode the sentences with passage and question 
representations and suggest a hierarchical model that 
uses sentence information when calculating the answer 
score.

3. Training and testing as fast as a gated recurrent unit 
(GRU) and long short‐term memory (LSTM): As the 
structure of the deep neural network model becomes 
more complicated, the computational cost and the train-
ing and test times all increase. We propose to shorten 

the training and test times by applying an SRU [12] with 
lower computational complexity than other types of re-
current neural networks (RNN), such as a GRU [13] and 
LSTM [14].

2 |  RELATED WORK

A question‐answering system understands input ques-
tions and returns answers to these questions. An open‐do-
main question answering system, such as IBM's Watson 
[15], finds a candidate document via a search from a 
large collection of documents and extracts the correct an-
swer from the candidate document. When searching for 
the correct answer, a question response, such as wikiQA 
[16], finds the sentence containing the correct answer, 
and a SQuAD‐type question‐answering response finds 
the span of the correct answer in more detail. To find 
the correct answer in a document, a system must under-
stand the document via machine‐reading comprehension. 
A traditional reading comprehension model uses a natu-
ral‐language processing (NLP) pipeline [17]. Recently, 
machine‐reading comprehension using deep learning has 
attracted research attention, and many methods have been 
proposed [2‒5,18‒20].

We propose an NVQM modeling‐question vector using 
variational inference to solve SQuAD. Variational inference 
has been used for language and translation applications, 
such as text processing [8], variational RNN (VRNN) [21] 
modeling, sequential data (eg, natural speech), and machine 
translation [22] using variational inference. The authors of 
[8] used a VAE that sampled latent variables in a Gaussian 
distribution to generate a bag‐of‐words representation of a 
document, applying it to the answer selection problem to 
achieve better performance over other tasks. The authors 
of [22] used a variational model based on continuous latent 
variables to model underlying semantics of source sentences 
and to generate target translations. This model treated the 
prior‐followed Gaussian distribution as neural functions of 
a source sentence. VRNN extends VAE into an RNN for 
modeling high‐dimensional sequences. The VRNN contains 
a VAE at every timestep as a previous hidden state to help 
the temporal structure of the sequential data. The prior on the 
latent variable of the VRNN follows a conditional Gaussian 
distribution.

The contextual representation, ELMo [18], is a vector 
created by pretraining the bidirectional language model. 
The authors of [18] used the ELMo representation with 
the BiDAF + self‐attention model [23] to significantly im-
prove performance. Subsequently, many reading compre-
hension models have commonly used ELMo to improve 
performance.

(1)p (y|x, q)=
∏

i=1

p
(
y|q, x1, … , xT

)
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3 |  NEURAL VARIATIONAL 
QUESTION MODEL

Latent‐variable modeling is widely used to solve NLP tasks. 
In this study, we define a generative model (ie, a variational 
network) with a latent variable, z, using Gaussian sampling in 
a neural network to construct a question vector. For variational 
inferencing, the condition of the latent variable, z, is set as the 
question vector, q, and the vector, q̃, is used with the condition 
to calculate the answer score of the output layer: output z.

The NVQM is an unsupervised model using continuous 
latent variables, z ∈ ℝd, representing the semantic informa-
tion of the question type. NVQM, an unsupervised genera-
tion model, can construct a variational inference network 
model (eg, VAE). First, the question vector representation is 
compressed into a continuous latent vector at encoder qφ(z|q) 
of the feed‐forward neural network (FFNN). Then, the latent 
variable, z, reconstructs the question vector, q̃, from the de-
coder, pθ(q̃|z), which is a conditional distribution modeling 
the probability of q̃, given the latent variable, z. Accordingly, 
a joint distribution of the generative model, p, is pθ(q|z) = 
∑zpθ(q̃|z)pθ(z), where pθ(z) is the prior probability of the la-
tent variables following the Gaussian distribution. The objec-
tive function of the variational inference network maximizing 
the variational lower bound, , is as follows:

Here, θ parameterizes the generative distributions, pθ(q̃|z) 
and pθ(z|q). To achieve a tight lower bound, the variational 
distribution, qφ(z), should be close to the true posterior, 
p(z|q). Then, the neural network, qφ(z|q), follows the diago-
nal Gaussian distribution, N(z|μ, diag(σ2)), using mean μ and 
variance σ2. KL(qφ(z|q)||p(z)) is the Kullback‐Leibler diver-
gence of the two distributions, qφ and p.

The variational inference network proposed in this study 
follows the structure shown in Figure 1 and comprises the 
following equations:

The question vector, q, is input to the FFNN and is 
processed by the nonlinear function, a rectified linear unit 
(ReLU). The sampling, z~qφ(z|q), is calculated based on (4) 
and (5) using the reparameterization trick. First, parame-
ters μ and σ of the Gaussian distribution in (4) are linearly 
transformed using the FFNN function, l(·). In (5), we define 
a standard Gaussian variable, ε, to perform element‐wise 
multiplication with σ, and we add the result to μ to obtain (2)=−KL(q𝜑(z|q)||p (z) )+�

q𝜑(z|q)[logp𝜃(q̃|z)]≤ logp𝜃(q) .

(3)q
z
= ReLU

(
W

z
q+b

z

)
,

(4)�= l1

(
q

z

)
, �= l2

(
q

z

)
,

(5)z=𝜇+𝜎⊙𝜀,

(6)q̃=𝜎
(
W2ReLU

(
W1z+b1

)
+b2

)
.

F I G U R E  1  VS3‐NET model structure
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sample z. Finally, in (5), z is resolved by linear and nonlinear 
transformations.

Based on the sampling, z~qφ(z|q), the lower bound, , 
of (2) is optimized to back‐propagating stochastic gradients 
for φ and θ.

4 |  PROPOSED MODEL: VS3‐NET

The dataset required to perform MRQA includes questions 
Q = {q1, q2,  ..., qm}, passages P = {p1, p2,  ..., pn}, and an-
swers Y = {ys, ye}. To perform sentence encoding, words 
P' = {p'1,1, p'2,1, ..., p′

tn,t
} are input, where t is a sentence index 

and tn is a word index contained in each sentence. The pro-
posed hierarchical model encodes Q, P, and P' and outputs 
the start boundary, ys, and the end boundary, ye, of the answer 
using pointer networks.

In this study, we propose the following: VS3‐NET, based 
on SRU; encoding sentences, passages, and questions; and 
applying a matching network. VS3‐NET has a hierarchical 
structure and uses latent variables according to the ques-
tion type based on variational inference and uses latent 
variables together to calculate the answer score. VS3‐NET 
is shown in Figure 1. We use features similar to those of 
DrQA, including word embedding, character embedding, 
exact matching, token features, and aligned sentence em-
bedding, as follows:

Word embedding: We use the pretrained 300‐dimen-
sional GloVe vectors [24] for Q, P, and P'.

Character embedding: We use a convolutional neural network 
(CNN), CNN(pi), for character embedding, setting an arbitrary 
initial value [25].

Exact match: The exact‐match feature is a binary feature (1 or 
0) that verifies whether word pi in the paragraph is included in 
questions as original, lowercase, or lemma form.

Token feature: The token feature normalizes the term fre-
quency, tf(pi), and T is the length of each sequence for a ques-
tion or passage.

Aligned‐sentence embedding: The aligned‐sentence em-
bedding function computes a matching context vector that is 
then multiplied by both the context encoder vector and the 
alignment score for passage and question representation. We 
use a single dense layer, α(·), with ReLU nonlinearity. The 
layer is applied to the output of the word‐embedding layer. 

E(·) is the embedding layer used to map a word to an embed-
ding representation.

Part‐of‐speech (POS) and named entity recognition 
(NER) tag: Our proposed system uses nine‐dimensional 
POS tag embedding for 51 distinct types of POS tags and 
eight‐dimensional NER embedding for 18 distinct types of 
NER tags.

For feature representation, P̄ and Q̄ of the passage and 
question, respectively, we use the concatenation of the 
features from (7) to (12), POS, and NER tag to make a 
vector. The expression of the concatenated passage is 
P̄=

{
p̄1, p̄2, … , p̄

n

}
 and that of question expressions is 

Q̄=

{
q̄1, q̄2, … , q̄

m

}
.

4.1 | Input layer
In the RNN's hidden layer, passage encoding UP ∈ ℝ2d×n and 
question encoding UQ ∈ ℝ2d×m are performed using the bidi-
rectional SRU (BiSRU).

The question performs the encoding, generates an align-
ment vector, bj, using softmax, and calculates it with the en-
coding hidden state of the question to form question vector q. 
In this study, we apply variational inference to q to model the 
continuous latent space for the question type and to output 
the answer in the output layer. The question vector, q, is ex-
pressed as shown below, and it makes the coded q̃ according 
to (3)–(6).

4.2 | Sentence‐modeling layer

When constructing sentence encoding, we use the CNN [25] 
applied to each sentence to generate the hidden state, PS ∈ 
ℝ

d×o, based on only the word embedding of the input word, 
such as femb(P'). BiSRU is performed as shown to create sen-
tence encoding as US ∈ ℝ2d×o.

For the question‐sentence matching layer (Q‐S match), 
inspired by R‐NET, the question encoding, UQ ∈ ℝ2d×m, is 
included in the sentence encoding, US, by using a gated atten-
tion‐based RNN. Next, this is modeled as a sentence‐encoding 

(7)femb

(
pi

)
=GloVe

(
pi

)
.

(8)fc_emb

(
pi

)
=CNN

(
pi

)
.

(9)fexact_match

(
pi

)
= II(pi ∈Q).

(10)ftf
(
pi

)
= tf

(
pi

)
∕T .

(11)falign

(
pi

)
=

∑

j

ai,jE
(
qj

)
,

(12)aij =
exp [�(E(pi)) ⋅�(E(qj))]∑
j� exp [�(E(pi)) ⋅�(E(qj))]

.

(13)q=
∑

j

bju
Q

j
,

(14)bj =
exp

�
w ⋅u

Q

j

�

∑
j� exp

�
w ⋅u

Q

j�

� .
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vector in the modeling layer for the sentence to create VS 
based on BiSRU, expressed as follows:

Here, question‐aware representation, CS, is a matrix of 
context representations obtained by calculating the attention 
score for UQ and US using the fattention(·) function and the 
weighted sum with UQ. The fattention(·) function performs the 
bilinear sequence attention operation used in [2] when calcu-
lating the attention score.

fadd_gate(·) is an additional gate [4] that performs ele-
ment‐wise multiplication for the sigmoid‐applied nonlinear 
gate layer using the input of the function. Sentence mod-
eling VS calculates the score with question vector q in the 
output layer.

4.3 | Contextual‐modeling layer
The sentence‐passage matching layer (S‐P match) includes 
the modeled sentence‐encoding hidden state, VS, in the 
passage hidden state, UP, using the gated attention‐based 
RNN. Sentence and question encoding are performed by 
the attention mechanism so that each sentence vector be-
comes a question‐aware representation. Passage encoding 
uses an attention mechanism with question‐aware sentence 
encoding to focus on the sentence reflecting the question 
information well. Next, one more abstraction is performed 
in modeling layer 1 (VP ∈ ℝ2d×n). There, BiSRU is per-
formed on the result of fadd_gate(·). The concatenation of the 
sentence‐aware representation, CP with UP, is inputted, and 
the equation is shown below.

We use a self‐matching layer to rearrange information 
VP. Then, we perform a self‐matched representation to 
model an encoding passage hidden state, HP ∈ ℝ2d×n, in 
modeling layer 2. The self‐matching layer involves applying 
an attention mechanism to a given sequence (ie, itself) and 
using this as an input. The formulae for modeling layer 2 
are as follows:

4.4 | Answer module
We compute an answer score, namely, the start (Pstart) and 
end (Pend) of the answer span, corresponding to a question 
within a passage in the output layer. For this purpose, we use 

a question vector, q, with variational inference applied based 
on hierarchical pointer networks [26]. The formulae for the 
output layer are as follows:

where k is the word index and t is the sentence index of the sen-
tence to which the k‐th word belongs. Thus, VS3‐NET finds the 
position of the start and end of each answer span by calculat-
ing both the sentence‐ and the passage‐modeling information. 
First, to find the sentence closest to the question, we compute a 
sentence score vector using bilinear sequence attention for the 
question vector, q̃, with the sentence‐modeling hidden state, VS

t
. 

Next, we generate a passage‐score vector by calculating hP

k
, 

modeled in modeling layer 2, and question vector q̃, using 
 bilinear sequence attention. Finally, we obtain the element‐wise 
multiplication of the sentence and passage score vectors to deter-
mine the position (span) of the correct answer for each question.

5 |  EXPERIMENTS

Experiments were performed on a computer with an Intel 
Core i7‐4790 3.60‐GHz CPU, 32‐GB RAM, and NVidia 
TITAN X (Pascal) graphics card. The test code of text VS3‐
NET was developed using PyTorch.

5.1 | Data
We used the SQuAD dataset [1] to train and evaluate our 
model and performed cross‐validation based on SQuAD in 
our experiments. SQuAD is a reading comprehension dataset 
comprising 100,000+ question‐answer pairs on 536 manu-
ally annotated Wikipedia articles. Exact‐match (EM) and F1 
scores were used as measures of performance. EM measures 
the performance of equally matched words by comparing the 
correct answer with the system result, and F1 is the harmonic 
average of the precision and the recall of the system.

5.2 | Setup
In this study, we performed the following experiments for 
MRQA using VS3‐NET. Dropout was used for all RNNs. The 
variational inference network rate was 0.2, and the dropout 
rate for the word and character‐embedding layer were 0.5. 
The word‐embedding dimension was set to 300 using GloVe 
word embedding [24], the hidden layer dimension was set to 
150, and the dimension for the hidden layer and latent layer 
was set to 150. Additionally, the character embedding used 

(15)V
S =BiSRU

(
fadd_gate

([
U

S;CS
]))

∈ℝ
2d×o,

(16)C
S =U

Q
fattention

(
U

Q
, U

S
)
∈ℝ

2d×o
.

(17)V
P =BiSRU

(
fadd_gate

([
U

P;CP
]))

∈ℝ
2d×n,

(18)C
P =U

S
fattention

(
U

S
,U

P
)
∈ℝ

2d×n
.

(19)H
P =BiSRU

(
fadd_gate

([
V

P; C
P
]))

∈ℝ
2d×n,

(20)C
P =V

S
fattention

(
V

P
, V

P
)
∈ℝ

2d×n
.

(21)Pstart = exp
(

vS

t,k
WS

s
q̃
)
∗ exp

(
hP

k
WP

s
q̃
)

,

(22)Pend = exp
(

vS

t,k
WS

e
q̃
)
∗ exp

(
hP

k
WP

e
q̃
)

,
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CNN. The size of each filter was set to 30 by using a filter 
with sizes 2, 3, 4, 5, and 6. The number of dimensions of char-
acter embedding was set to 50. The sentence representation 
also used CNN. The filter‐window sizes were 3, 4, 5, and 6, 
and the number of dimensions of each filter was set to 30. 
The tanh activation function was used for both the hidden 
layer and the attention layer, and all RNN layers used BiSRU. 
Furthermore, the encoder used a five‐stack hidden layer and 
a two‐stack modeling layer. The Adamax algorithm [27] was 
used for optimization. Tts rate was set to 0.001 and was not 
decreased. The mini‐batch size was set to 32, and the perfor-
mance evaluation was performed with the development set for 
each epoch to obtain optimal models in the training time.

5.3 | Results
Table 1 shows the main results for EM and F1 on the of-
ficial SQuAD leaderboard as of 15 March 2018, when we 

submitted our system. When we use a pretrained ELMo rep-
resentation [18], VS3‐NET with ELMo achieved 76.8% EM 
and 84.5% F1 on the SQuAD test dataset. We concatenated 
the pretrained ELMo representation with our feature embed-
dings and hidden layers of question and passage.

Table 1 also shows the performance comparison between 
our proposed VS3‐NET and other competing models for the 
single‐model development set. VS3‐NET achieved 72.8% 
EM and 81.4% F1 scores. VS3‐NET with ELMo represen-
tation showed the highest performance with 76.7% EM and 
84.6% F1.

5.4 | Analysis

5.4.1 | Ablation study
Table 2 shows the results of an ablation study performed to 
evaluate the contribution of each component of our model 
on the development set. As shown in Table 2, our model 
has 81.37% F1 score, and we built an ensemble model 
comprising seven single models with the same architecture 
and hyperparameters. However, we initialized it with a dif-
ferent random seed. Our ensemble model improved the F1 
score by 0.82% to  82.19% (EM score of 74.10%), and it 
showed an F1 mean of 81.21% and standard deviation of 
0.104.

F1 had the least influence with a score of 81.16% when 
the NER tag for both the passage and the question was 
excluded. When the faligned(q) feature for the question 
was excluded, the F1 score dropped to 81.06%. When 
excluding the exact match and the token feature for the 
passage, the performance decreased by 0.38% in a man-
ner similar to the results of other features shown above. 
When we excluded the POS tag, the decrease was 0.48% 
and the decrease for the exact match and token feature for 
the question was 0.64%. When we excluded the proposed 
variational inference network, for a question, the decrease 
was 0.66%. The paired t test result of the VS3‐NET model 

T A B L E  1  The Performance of VS3‐NET model with other 
competing approaches on SQuAD dev and test set at time of writing 
(11 July 2018)

Single Model
DEV 
EM/F1

TEST 
EM/F1

LR Baseline [1] 40.4/51.0 40.4/51.0

Match‐LSTM with Ans‐Ptr 
[28]

64.1/73.9 64.7/73.7

BiDAF [5] 67.7/77.3 68.0/77.3

SEDT [29] 68.1/77.5 68.5/78.0

FastQAExt [3] 70.3/78.5 70.8/78.9

DrQA [2] 69.5/78.8 70.7/79.4

ReasoNet [30] 69.1/78.9 70.6/79.4

jNet [31] 69.1/78.4 70.6/79.8

Smarnet [32] 71.4/80.2 71.4/80.2

BiDAF + Self Attention [23] 71.6/80.8 72.1/81.0

Reinforced Menmonic 
Reader [33]

72.1/81.6 73.2/81.8

Conductor‐net [34] 72.1/81.4 74.4/82.7

DCN+ N/A 74.9/82.8

Reg‐RaSoR N/A 75.8/83.3

AIR‐FusionNet [35] 75.3/83.6 76.0/83.9

BiDAF + Self atten-
tion + ELMo [18]

N/A 78.6/85.8

KACTEIL‐MRC [19] N/A 78.7/85.8

MARS N/A 82.6/88.9

r‐net+ [4] N/A 84.0/90.1

QANet [20] 75.1/83.8 84.5/90.5

VS3‐NET (our) 72.8/81.4 N/A

VS3‐NET w/ ELMo (our) 76.7/84.6 76.8/84.5

Human [1] N/A 82.3/91.2

T A B L E  2  Feature ablation of VS3‐NET (dev, %)

Features F1 ∆

+ ensemble 82.19 +0.82

Our model 81.37 N/A

− NER tag 81.16 −0.21

− faligned(p) 81.06 −0.31

− (fexact_match(p) + ftf(p)) 80.99 −0.38

− POS tag 80.89 −0.48

− (fexact_match(q) + ftf(q)) 80.73 −0.64

− variational inference network 80.71 −0.66

− character CNN 80.44 −0.93

− hierarchical module 79.44 −1.93
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and model without variational inference was statistically 
significant with a P‐value of 0.02 at a significance level 
of 0.05 (95% confidence level). Furthermore, the exclu-
sion of character embedding resulted in a large decrease of 
0.93%. However, this decrease was less than 1%. Finally, 
when excluding the hierarchical module comprising the 
sentence modeling layer and sentence modeling hidden 
state, the decrease was 1.93%. In this case, we only used 
the passage hidden state, hP

k
, and a variational inferred 

question vector, q̃, for bilinear sequence attention to gen-
erate a passage‐score vector, exp

(
hP

k
WP

s
q̃
)
 in (18) for the 

start index and exp
(
hP

k
WP

e
q̃
)
 in (19) for the end index. 

Thus, we can see that the proposed variational inference 
network for question type and the hierarchical encoding 
method are promising.

5.4.2 | VS3‐NET performance for 
question type
In this study, we apply the continuous latent variable, z, 
according to the question type (Wh‐word) by using vari-
ational inference for MRQA. Figure 2 shows the F1 score 
of each question broken down by question type with DrQA 
and S2‐NET (DrQA + Self‐matching Network) [36]. First, 
the performance of each question on the S2‐NET model is 
similar to or slightly higher than DrQA. However, some-
what lower performance was seen for the “Which” ques-
tion, where too little data was available to derive strong 
conclusions. Simultaneously, we wanted to evaluate how 
well VS3‐NET performs on a particular type of question. 
VS3‐NET showed better performance for most question 
types, possibly because the hidden state generated by mod-
eling the question type in the latent space reflected the pat-
tern information matching the answer. It showed improved 
performance (F1 score was ~5% higher) compared to other 
models for the “Why” question, which had the least number 
of questions. The results shown in Figure 2 indicate that the 
method applied to encode the question vector with vari-
ational inference was appropriate.

Figure 3 shows the visualization of the latent variable, z, 
by t‐SNE [37]. We see the vector distributed differently ac-
cording to the question type. Figure 3 shows five samples for 
the question type “When,” which has the highest performance 
in Figure 2, and for the question types “Why” and “What,” 
which show much improved performance compared to the 
comparison models, like DrQA and S2‐net.

We can see that each question is well gathered by 
type through variational inference. First, for the question 
type, “When,” there are questions with meanings about 
the start of an event for each document about different 
topics. The question type, “Why,” asks about the cause 
of an event. We see that questions about economic issues 
are closer among the five samples. Very similar questions 
are gathered for the question type, “What.” Therefore, the 
proposed approach of sampling the question vector using 
variational inference improves the performance of the 
question‐answering system by well‐classifying questions 
semantically.

5.4.3 | Variational inference experiments
We performed variation experiments on the depth of 
the hidden layer of the variational inference network, as 
shown in Table 3. First, “only inference” excluded (3) and 
(6) but not (4) and (5). The second nonlinear two‐layer 
model was based on the application of (3)–(6). However, 
only the ReLU, (W1z + b1), was used in (6). Finally, the 
main model with a nonlinear layer added to only the output 
of (3)–(6).

The experimental results show that the main model has the 
best performance with 72.77% EM and 81.37% F1, and the 
second model has the second‐best performance with 72.32% 
EM and 81.33% F1. When using only inference, the F1 score 
was 80.51%. This was 0.2% lower than when the variational 
inference module was excluded from Table 2.

Variational inference reduces a high dimension to a low 
dimension and extracts meaningful features. Table 4 shows 
that the performance varies, depending on the number of 
dimensions of the latent variable, z, for which dimension 
reduction was performed. The number of dimensions of 
the question vector given as the input of the variational 
inference network was ℝ2d. If the number of hidden‐layer 
dimensions was set to 150, the dimensionality of the ques-
tion vector was 300. We set the number of hidden layer 
dimensions to 150. In this case, if the number of dimen-
sions of latent variable z were reduced to 50 or lower, the 
performance was below 81%, and when the number of 
dimensions was 15 or lower, the performance was lower 
than when variational inference was not used. The best 
performance of 72.77% EM and 81.37% F1 was obtained 
when the number of dimensions of the latent variable, z, 
was 150.F I G U R E  2  Score broken down by question type (dev, %)
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5.4.4 | Analysis of the matching‐
attention layer
Figures 4 and 5 show the attention matrices for the question‐
sentence matching layer and the sentence‐passage matching 
layer, respectively, showing that sentence encoding helps 
find a correct answer span.

In the matrices of Figures 4 and 5, a darker color indi-
cates a higher weight. Given the question, “What Carolina 
player was injured in the NFC Championship Game?” the 

system correctly detects the answer, “Thomas Davis” from 
the following three sentences in the passage: “Carolina 
suffered a major setback when Thomas Davis, an 11‐
year veteran who had already overcome three ACL tears 
in his career, went down with a broken arm zin the NFC 
Championship Game. Despite this, he insisted he would 
still find a way to play in the Super Bowl. His prediction 
turned out to be accurate.”

First, Figure 4 shows the attention‐weight matrix of 
the question‐sentence matching layer. In the matrix, the 
x‐axis represents the sentence number, and the y‐axis 
represents the input question. The sentence for each sen-
tence number is as follows. The sentence with index 0 is 
“Carolina suffered a major setback when Thomas Davis, 
an 11‐year veteran who had already overcome three ACL 
tears in his career, went down with a broken arm zin the 
NFC Championship Game.” The sentence with index 1 is 
“Despite this, he insisted he would still find a way to play in 
the Super Bowl.” The sentence with index 2 is “His predic-
tion turned out to be accurate.” The answer for the question 
is a Carolina player, and we can see that each sentence has 
a high alignment score for the “what” and the “player” in 
question. Thus, the computed attention vector between the 
question and the sentence was weighted to the sentence en-
coding, and the weighted result was modeled to calculate 
the attention with the passage.

In Figure 5, each word in the passage showed an attention 
weight calculated with the question‐aware sentence encoding. 
The correct answer to the question is, “Thomas Davis.” Here 
we can see that “Thomas Davis,” a phrase in the passage, 

F I G U R E  3  t‐SNE visualization of the latent variable, z

T A B L E  3  Variational experiments for hidden layer depth of 
variational inference network (dev, %)

Variational inference model EM F1

Only inference 71.70 80.51

+ nonlinear two‐layer 72.32 81.33

+ nonlinear layer only output 
(main model)

72.77 81.37

T A B L E  4  Training and inference time of VS3‐NET (dev, %)

Latent variable z size EM F1

2 71.27 80.37

8 71.51 80.16

15 71.74 80.61

50 71.84 80.81

100 72.26 81.09

150 72.77 81.37
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has a high alignment score in the 0th sentence containing the 
correct answer, “Thomas Davis.”

5.4.5 | Training and inference speed
Table 5 shows a comparison of the training time of our 
proposed VS3‐NET with other systems. All models were 
implemented on PyTorch. VS3‐NET used SRU, GRU, 
and LSTM, and others used GRU. All other hyperpa-
rameters, such as the dimension of the hidden layer and 
embedding layer and the size of the layer stack, were the 
same. Thus, the DrQA model showed the highest training 
speed of 191 s per epoch among the models. VS3‐NET had 
the second‐fastest training speed of 469 s per epoch. Our 
model was 2.45 times slower than DrQA, but it was 2.17 
and 2.28 times faster than BiDAF and r‐net, respectively. 
We also measured our model against RNN models. The hy-
perparameters of LSTM and GRU were the same as when 
using SRU. We can see that our model was 2.3 and 2.75 
times faster than LSTM and GRU in training, respectively. 
Table 5 shows the inference time for the entire develop-
ment set. The inference time was also similar to the train-
ing time. The fastest computational model was DrQA, and 
the next‐best model with short inference time was VS3‐
NET. These models performed network operations in 15 

and 34 s, respectively. Next, the inference time increased 
in the order of BiDAF, r‐net, VS3‐NET using LSTM, and 
VS3‐NET using GRU. Our model was 2.27 times slower 
than DrQA when performing inference, but it was 1.29 and 
1.97 times faster than BiDAF and r‐net, respectively. VS3‐
NET (with SRU) was 2.18 and 2.29 times faster than using 
LSTM and GRU, respectively.

6 |  CONCLUSION

We introduced the VS3‐NET model that applied variational 
inference to question types and produced a robust hierarchi-
cal structure for long sentences. Via variation experiments, 
we confirmed that VS3‐NET showed good overall perfor-
mance. We also evaluated how the manner in which a ques-
tion vector was encoded by variational inference affected 
the MRQA performance. Experimental results showed that 
the proposed method achieved a 76.775% EM score and an 
84.491% F1 score for a single model when using ELMo on a 
test SQuAD dataset.

For the VS3‐NET with ELMo experiment, we used only 
a pretrained ELMo representation. We plan to expand the 
model by adding a residual network and more hidden layers 
to VS3‐NET in the same way as in [18]. We will also conduct 
experiments on the ensemble model in a future work.

F I G U R E  4  The question‐sentence match attention

0 1 2
What
Carolina
player
was
injured
in
the
NFC

Championship
Game
?

F I G U R E  5  The sentence‐passage match attention

T A B L E  5  Training and inference time of VS3‐NET (dev, 
seconds per epoch)

Model Training time Inference time

BiDAF (our implementation) 1020 44

DrQA [2] 191 15

r‐net (our implementation) 1071 67

VS3‐NET (ours) 469 34

VS3‐NET using LSTM 
(ours)

1079 74

VS3‐NET using GRU (ours) 1288 78



780 |   PARK et Al.

ORCID

Cheoneum Park   https://orcid.org/0000-0001-5386-0483 

REFERENCES

 1. P. Rajpurkar, J. Zhang, K. Lopyrev, and P. Liang, Squad: 100,000+ 
questions for machine comprehension of text, 2016, arXiv preprint 
arXiv:1606.05250.

 2. D. Chen, A. Fisch, J. Weston, and A. Bordes, Reading Wikipedia 
to answer open‐domain questions, 2017, arXiv preprint 
arXiv:1704.00051.

 3. D. Weissenborn, G. Wiese, and L. Seiffe, Making neural QA as 
simple as possible but not simpler, in Proc. Conf. Comput. Natural 
Lang. Learn. (CoNLL 2017), Vancouver, Canada, Aug. 2017, pp. 
1–12.

 4. W. Wang et al., Gated self‐matching networks for reading com-
prehension and question answering, in Proc. Ann. Mtg. Assoc. 
Comput. Ling., Vancouver, Canada, July 2017, pp. 189–198.

 5. M. Seo et al., Bidirectional attention flow for machine comprehen-
sion, 2016, arXiv preprint arXiv:1611.01603.

 6. O. Vinyals, M. Fortunato, and N. Jaitly, Pointer networks, in Ann. 
Conf. Neural Inform. Process. Syst., Montreal, Canada, Dec. 7–12, 
2015, pp. 2692–2700.

 7. D. Bahdanau, K. Cho, and Y. Bengio, Neural machine translation 
by jointly learning to align and translate, in Proc. ICLR' 15, San 
Diego, CA, USA, May 2015, arXiv preprint arXiv:1409.0473.

 8. Y. Miao, L. Yu, and P. Blunsom, Neural variational inference for 
text processing, 2016, arXiv preprint arXiv:1511.06038.

 9. B. Zhang et al., Variational neural discourse relation recognizer, 
2016, arXiv preprint arXiv:1603.03876.

 10. D. P. Kingma and M. Welling, Auto‐encoding variational bayes, 
2013, arXiv preprint arXiv:1312.6114.

 11. D. J. Rezende, S. Mohamed, and D. Wierstra, Stochastic backprop-
agation and approximate inference in deep generative models, in 
Proc. Int. Conf. Mach. Learning, Beijing, China, June 21–26, 2014, 
pp. 1278–1286.

 12. T. Lei, Y. Zhang, and Y. Artzi, Training RNNs as fast as CNNs, 
2017, arXiv preprint arXiv:1709.02755.

 13. K. Cho et al., Learning Phrase Representations using RNN en-
coder‐decoder for statistical machine translation, 2014, arXiv pre-
print arXiv:1406.1078.

 14. S. Hochreiter and J. Schmidhuber, Long short‐term memory, 
Neural Computat. 9 (1997), 1735–1780.

 15. D. Ferrucci et al., Watson: Beyond jeopardy!, Artif. Intel. 199–200 
(2013), 93–105.

 16. Y. Yang, W.‐T. Yih, and C. Meek, WIKIQA: A challenge data-
set for open‐domain question answering, in Proc. Conf. Empir. 
Methods Natural Lang. Process., Lisbon, Portugal, Sept. 2015, pp. 
2013–2018.

 17. K. M. Hermann et al., Teaching machines to read and compre-
hend, in Proc. Int. Conf. Neural Inform. Process. Syst., Montreal, 
Canada, Dec. 7–12, 2015, pp. 1693–1701.

 18. M. E. Peters et al., Deep contextualized word representations, 
2018, arXiv preprint arXiv:1802.05365.

 19. H. Lee, H. Kim, and Y. Lee, GF‐Net: High‐performance ma-
chine Reading Comprehension through Feature Selection Feature 
Selection, in Proc. KCC, 2018, pp. 598–600.

 20. W. Y. Adams et al., QANet: Combining local convolution with 
global self‐attention for reading comprehension, 2018, arXiv pre-
print arXiv: 1804.09541.

 21. J. Chung et al., Recurrent latent variable model for sequential 
data, in Proc. Int. Conf. Neural Inform. Process. Syst., Montreal, 
Canada, Dec. 7–12, 2015, pp. 2980–2988.

 22. B. Zhang et al., Variational neural machine translation, 2016, 
arXiv preprint arXiv:1605.07869.

 23. C. Clark and M. Gardner, Simple and effective multi‐paragraph 
reading comprehension, 2017, arXiv preprint arXiv:1710.10723.

 24. J. Pennington, R. Socher, and C. Manning, Glove: Global vectors 
for word representation, in Proc. Conf. Empirical Methods Nat. 
Lang. Process., Doha, Qatar, 2014, pp. 1532–1543.

 25. Y. Kim, Convolutional neural networks for sentence classifica-
tion, in Proc. Conf. Empirical Methods Nat. Lang. Process., Doha, 
Qatar, 2014, pp. 1746–1751.

 26. C. Park and C. Lee, Coreference resolution using hierarchical pointer 
networks, KIISE Trans. Comput. Practices 23 (2017), 542–549.

 27. D. Kingma and J. Ba, ADAM: A method for stochastic optimiza-
tion, 2015, arXiv preprint arXiv:1412.6980.

 28. S. Wang and J. Jiang, Machine comprehension using match‐LSTM 
and answer pointer, 2016, arXiv preprint arXiv:1608.07905.

 29. R. Liu et al., Structural embedding of syntactic trees for machine 
comprehension, 2017, arXiv preprint arXiv:1703.00572.

 30. Y. Shen et al., ReasoNet: Learning to stop reading in machine com-
prehension, 2017, arXiv preprint arXiv: 1609.05284.

 31. J. Zhang et al., Exploring question understanding and adaptation 
in neural‐network‐based question answering, 2017, arXiv preprint 
arXiv:1703.04617.

 32. Z. Chen et al., Smarnet: Teaching machines to read and compre-
hend like human, 2017, arXiv preprint arXiv:1710.02772.

 33. M. Hu, Y. Peng, and X. Qiu, Reinforced mnemonic reader for ma-
chine comprehension, 2017, arXiv preprint arXiv:1705.02798.

 34. R. Liu et al., Phase conductor on multi‐layered attentions for ma-
chine comprehension, 2017, arXiv preprint arXiv:1710.10504.

 35. H.‐Y. Huang et al., Fusionnet: Fusing via fully‐aware attention 
with application to machine comprehension, 2017, arXiv preprint 
arXiv:1711.07341.

 36. C. Park et al., S2‐Net: Korean machine reading comprehension 
with SRU‐based Self matching network, in Proc. KIISE for HCLT, 
2017, pp. 35–40.

 37. L. van der Maaten and G. Hinton, Visualizing Data using t‐SNE, J. 
Machine Learn. Res. 9 (2008), 2579–2605.

https://orcid.org/0000-0001-5386-0483
https://orcid.org/0000-0001-5386-0483


   | 781PARK et Al.

AUTHOR BIOGRAPHIES

Cheoneum Park received his BS and 
MS degrees in 2014 and 2016, respec-
tively, in computer science from 
Kangwon National University, 
Chuncheon, Rep. of Korea. He is now 
a PhD student at Kangwon National 
University. His research interests in-

clude natural language processing, natural language un-
derstanding, question answering, and deep learning.

Changki Lee received his BS degree 
in computer science from the Korea 
Advanced Institute of Science and 
Technology, Daejeon, Rep. of Korea, 
in 1999. He received his MS degree 
and PhD in 2001 and 2004, respec-
tively, in computer engineering from 

POSTECH, Pohang, Rep. of Korea. From 2004 to 2012, 
he was a researcher with the Electronics and Technology 
Research Institute, Daejeon, Rep. of Korea. Since 2012, 
he has been a professor of computer science at Kangwon 
National University, Chuncheon, Rep. of Korea. His re-
search interests include natural language processing, ma-
chine learning, and deep learning.

Heejun Song received his BS and MS 
degrees in 2001 and 2006, respectively, 
in Electrical Engineering from Korea 
University, Seoul, Rep. of Korea. He 
works as a researcher at the Artificial 
Intelligence Center, Samsung 
Research, Seoul, Rep. of Korea. His 

research interests include natural language understanding, 
dialog management systems, and deep learning.


