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Abstract

k-Nearest neighbor join (k-NN Join) is a computationally intensive algorithm that is designed to find k-nearest neighbors from a

dataset S for every object in another dataset R. Most related studies on k-NN Join are based on single-computer operations. As

the data dimensions and data volume increase, running the k-NN Join algorithm on a single computer cannot generate results

quickly. To solve this scalability problem, we introduce the locality-sensitive hashing (LSH) k-NN Join algorithm implemented

in Spark, an approach for high-dimensional big data. LSH is used to map similar data onto the same bucket, which can reduce the

data search scope. In order to achieve parallel implementation of the algorithm on multiple computers, the Spark framework is

used to accelerate the computation of distances between objects in a cluster. Results show that our proposed approach is fast and

accurate for high-dimensional and big data.

Index Terms: Big data, High dimension, k-NN join, LSH, Spark

I. INTRODUCTION

k-Nearest neighbor join (k-NN Join) is widely used as a

clustering or classification method in data mining or machine

learning [1]. For classification, some high-dimensional data

points are provided for training, and some unlabeled data are

used for testing. The dataset S is defined as the training set,

and R is used to denote a test set. The core idea of k-NN Join

is as follows: we first calculate the distance between r∈R

and each datum in S, and then we can obtain k nearest neigh-

bors. |R| represents the size of R, |S| represents the size of S

and |d| represents the dimension, so the time complexity of

the traditional algorithm is O(|d|×|S|×|R|). Hence, the cost of

computation time is higher, and more CPU resources are

required.

k-NN Join can be widely used in areas like classification

problems [2], similar image matching [3], and related fields.

k-NN Join is expensive to run, as it has to calculate the dis-

tance for each pair of data. Therefore, it cannot generate

results rapidly in big data environments. To overcome this

drawback, many researchers have proposed the use of the

approximate k-NN Join algorithm [4, 5], which can index

raw data with only a slight impact on accuracy (compared to

the exact k-NN Join algorithm) in exchange for lowering the

time of computation. However, when the data volume and

data dimensions increase drastically, the time of computation

increases concomitantly, and the results cannot be generated

within a stipulated time-frame by employing a single com-

puter. To solve this problem, two technologies have been

proposed. (1) Parallel distributed computing, a popular solu-

tion, is widely used with big data in a cluster. Due to the

improvement of parallel computing with the effectiveness of

Hadoop MapReduce [6] computing in particular, the k-NN

Join algorithm can be improved to work in the cluster. In

recent years, significantly improved k-NN join algorithms

[7-9] have been advanced, which could be used within the
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MapReduce framework. The idea that MapReduce can be

applied in distributed processing of big data was initially

proposed by Google. However, MapReduce failed to provide

persuasive explanations as to the applications to process data

in multiple procedures involving interactive queries or itera-

tive algorithms. Conversely, Spark is a fast and general

engine for large-scale data processing and can run programs

up to 100× faster than Hadoop MapReduce in memory, or

10× faster on disk [10]. Therefore we used Spark instead of

Hadoop to perform parallel computing in this study [11]. (2)

Locality-sensitive hashing (LSH) [12], a novel approximate

k-NN Join algorithm, is used on pre-indexed data. 

Based on the above technologies, an algorithm named

LSHS k-NN Join is proposed on LSH and implemented in

Spark. The main mechanism of LSHS k-NN is that dataset S

is first hashed to a different bucket by LSH; it then calcu-

lates the distance based on Spark. The experimental results

indicate that the proposed algorithm is efficient and accurate

for high-dimensional big data.

The main sections of this study are organized as follows.

(1) Proposing an algorithm by employing LSH on the basis

of Spark in a cluster. (2) Reducing the computation time of

k-NN Join for high-dimensional big data. (3) Improving the

speed of queries when it is used in production circum-

stances.

The remaining part of the study is outlined as follows: in

Section II, some concepts, definitions and mathematical the-

ory are introduced; in Section III, the implementation of the

Spark-based LSHS k-NN Join algorithm is described in

detail; Section IV firstly investigates the experimental envi-

ronment, and then presents the outcomes; and finally, in Sec-

tion V, a summary of and conclusion to this study are

provided.

II. DEFINITIONS OF TERMS

A. k-NN Join

Given two data sets R and S in the n-dimensional metric

space D, any r∈R and s∈S are n-dimensional points formed

by 0, 1. r(i)(s(i)) indicates the ith point in R(S), and ri(si) rep-

resents the ith dimension in the r(s). d(r,s) shows the distance

between the r and s. Jaccard distance is adopted to calculate

the distance in this study.

DEFINITION 1:

in the above equation, |r ∩ s| indicates the number of values

as 1 in the intersection between r and s. |r ∪ s| shows the

number of values as 1 in the union between r and s.

DEFINITION 2: k-nearest neighbors (k-NN): given an inte-

ger K, datum r, and a data set S, knn(r, S) stands for K num-

ber of nearest distance d(r, s).

Definition 3: k-Nearest neighbor join (k-NN Join): given

an integer K and two data sets R and S, K number of nearest

neighbors are targeted for each r∈R.

B. Locality-Sensitive Hashing 

LSH is able to map similar data onto the same bucket with

higher probability than other hashing algorithms. Therefore,

LSH can solve the problem of spotting the approximate near-

est neighbors in the high-dimensional metric space. After-

wards, the same hash function is used to map new datum

onto a certain bucket. The distance between the new mapped

datum and each of all data in the bucket is calculated.

LSH can be defined as follows:

This is known as (d1, d2, Pr1, Pr2)-sensitive, where  and

 are high-dimensional vectors composed of 0 and 1 in D;

d( , ) denotes the distance between  and  measured by

the Jaccard distance; H denotes a hash map function from

one vector to another, H = {h:s → u}; Pr describes the prob-

ability of mapping data onto the same bucket.

III. LSHS k-NN JOIN ALGORITHM

This section introduces the approximate k-NN Join algo-

rithm on the basis of LSH and conducted in Spark, named

“LSHS k-NN Join”. The major procedures are presented as

follows:

(1) The high-dimensional raw data set S is normalized into

the high-dimensional matrix formed by 0 and 1 represented

as Sij.

(2) A MinHash method is adopted to map Sij thus forming

the signature matrix.

(3) By using the aforementioned hash function, similar

vectors in the signature matrix are mapped onto the same

bucket with higher probability.

(4) By adopting the hash function, each datum r∈R is

mapped onto a certain bucket. The distance between the new

mapped datum and each of the data in the bucket is calcu-

lated. In this way, k-nearest neighbors are obtained.

The above process was conducted by Spark-Resilient Dis-
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tributed Datasets (RDD) as is shown in Fig. 1. The actual

algorithm and its implementation will be discussed in the

following section.

The amount of calculation is still big because the normal-

ized vectors are high-dimensional ones. MinHash signature

can reduce the number of dimensions for raw data while

maintaining their features as much as possible. This approach

ensures that if the similarity in raw data is high, then the

similarity of the data after signature remains high, and vice

versa. A random function h(x)=(ax+b)/d is adopted to imple-

ment the MinHash signature. In each iteration a and b are

generated, x is the row indexed value, and d stands for data

dimensions. Algorithm 1 describes the pseudo-code in the

MinHash signature process.

A. Mapping of Signature Matrix onto the Bucket

Although, the signature matrix can reduce the number of

dimensions of raw data, the time cost incurred in the detec-

tion of nearest neighbors in such a huge signature matrix is

large. Therefore, similar data in the signature matrix is

mapped onto the same bucket. Thus, we only need to search

the nearest neighbors in the same bucket; searching the near-

est neighbors in the whole signature matrix is not necessary.

If the number of buckets is n, the calculation only considers

1/n when the data are distributed evenly in the bucket. The

actual algorithm can be presented as follows:

(1) The signature matrix is parted into a number of bands,

each of which is composed of rows. The number of rows can

be determined by users.

(2) The algorithm selects any band and maps the column

(using MD5 or SHA) in the selected band onto a bucket. In

this case, data in the same column in the band will be

mapped onto the same bucket. Thus, columns where the

same bands are located have a high probability of similarity.

As shown in Fig. 2, two columns in Band 2 are mapped

onto the same bucket. Therefore, col 2 and col 3 have a high

probability of being largely similar.

If the signature matrix is assumed to be composed of n

rows and m columns, and each band include rows, the num-

ber of bands is n/r. If the similarity between col 1 and col 2

is s, the probability of col 1 and col 2 in the same bands is sr

and the probability of col 1 and col 2 in different bands is (1

– sr)n/r. Thus, similar bands must exist in col 1 and col 2 and

the probability is 1 – (1 – sr)n/r, for example:

(a) When r = 5, n = 100, if the similarity between col 1 and

col 2 is 0.9 (S = 0.9), similar bands must exist in col 1 and col

2 and the probability is 1 – (1 – 0.95)100/5 = 0.999999982,

which means if raw data are similar, the probability of those

data mapped onto the same bucket is 0.999999982.

(b) When r = 5, and n = 100, if the similarity between col

1 and col 2 is 0.3 (S = 0.3), the probability of same bands

existing in col 1 and col 2 is 1 – (1 – 0.35)100/5 = 0.0474,

which also implies that if raw data are dissimilar, the proba-

bility of those data being mapped onto the same bucket is

only 0.0474.

 

Fig. 1. LSHS k-NN Join algorithm.

Fig. 2. Mapping the signature matrix onto the bucket.
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B. k-NN Join

The dataset R is read from file as Spark RDD by mapping

each r∈R onto a bucket and computing the distance between

the data in the bucket and itself, then returning k-nearest

neighbors. Algorithm 2 gives the pseudo-code.

IV. EXPERIMENT AND EVALUATION

A. Hardware and Software Configuration

The experiment is carried out on VMWare, which is a

well-known virtual machine. After installing VMWare on a

physical (real) machine, 12 virtual machines are installed

using VMWare. One virtual machine is employed as the

master node and others as slave nodes. The configurations of

each virtual machine are the same. The detailed configura-

tion is presented in Tables 1 and 2.

CentOS-7-x86_64 is employed as an OS. Spark 2.2,

Hadoop 2.8.1, and Java1.8 64-bit make up the software envi-

ronment. The number of virtual machines is n (n ≤ 12), each

of which has four cores. Therefore, the best partition number

is 4n.

B. Dataset

Three real datasets are used:

(1) CNAE-9 Data Set (http://archive.ics.uci.edu/ml/data-

sets/CNAE-9): The dataset contains documents of free text

business descriptions of Brazilian companies, divided into 9

categories; it has 857 dimensions.

(2) Farm Ads Data Set (http://archive.ics.uci.edu/ml/data-

sets/Farm+Ads): The data in this dataset was collected from

text ads found on 12 websites that concern various farm-ani-

mal-related topics. The binary labels reflect whether or not

the content owner approves of the ad. The dataset has 54877

dimensions and 4143 data. 

(3) “YouTube Multiview Video Games Dataset” Data Set

(http://archive.ics.uci.edu/ml/datasets/YouTube+Multiv-

iew+Video+Games+Dataset): This dataset contains approxi-

mately 120k instances, each described by 13 feature types,

with 1000k dimensions. 

We adopt Java as programming language in which to gen-

erate and process random datasets for this study.

C. Evaluation and Analysis

In order to verify the performance of our algorithm, two

baseline methods are adopted. One is the exact k-NN Join

implementation, which is selected because its accuracy is

higher compared with the approximate k-NN Join implemen-

tation under the same conditions. The other is H-zkNNJ,

which is proposed in literature [13]; it is an approximate

solution that leverages space-filling curves and is imple-

mented using Hadoop.

1) Precision

The number of buckets is the main factor that affects the

precision of the algorithm. Precision is highest when the

number of buckets is 1, as this is similar to mapping all the

data onto the same bucket.

However, this case incurs maximum calculation, as it is

equivalent to calculating all the data. On the contrary, the

greater number of buckets is, the less time will be needed,

but at the cost of reducing precision. We randomly extract

90% of the data from the dataset as training data, and the

rest are used as test data. Here, p denotes accuracy, T

denotes a collection of real labels, and Pr denotes a collec-

tion of prediction labels computed by the k-NN Join.

We define: 

Fig. 3(a) displays the results for the three aforementioned

datasets, illustrating that the precision is the highest when

the number of buckets is 1 regardless of the dataset. As the

number of bucket increases, the precision declines overall,

although still at a relatively high level.

It can be observed from Fig. 3(b) that the precision for an

exact k-NN Join remains constant when the number of buck-

ets is 1. This is because in this case the algorithm becomes

equivalent to mapping all the data onto one bucket. As the

 

 

Table 1. The configuration of the physical machine

CPU
Four processor and 4 cores per processor

Intel Xeon E5-2430 2.20GHz. 4 

Memory 128 GB

Disk 1 TB

Network Gigabit Ethernet

Table 2. The configuration of virtual machine

CPU One processor with four cores

Memory 8 GB

Disk 50 GB
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number of buckets increase, the precision is reduced but still

remains within an acceptable range. The accuracy of H-

zkNNJ is always lower than our proposed algorithm when

the number of buckets is less than 33. Therefore, by select-

ing a suitable number of buckets, we can obtain a precision

higher than H-zkNNJ and very close to an exact k-NN Join.

2) Effect of Data Dimension

The computational complexity increases significantly with

an increase in the data dimensions. However, the calculation

of distance is performed by mapping the data onto the same

bucket, significantly lowering the effect of data-dimension

on the calculation. In the experiments in this study, we use

10 nodes, set k = 3, randomly generate dataset S and R, fix

the size of S at 107, and vary R as 107, 2×107, and 4×107; the

dimension of data is {10, 50, 100, 200, 500, 800, 1000}. As

shown in Fig. 4(a), when the dimension increases from 10 to

1000 (i.e., by a factor of 100), the calculation time only

increases by 2.512 times, 2.846 times, and 2.146 times for R

= 107, 2×107, and 4×107, respectively. As is evident, the

dimension has little effect on the computation time. As a

result, the algorithm is suitable for high-dimensional data.

In order to compare our proposed approach with baseline

approaches, we run these algorithms using the same set of

conditions (nodes = 10, k = 3, |S| = 107, |R| = 107). From

Fig. 4(b), we can observe that the proposed approach takes

less time than the others. As the data dimensions increase,

the running time of exact k-NN Join increases sharply (we

can’t draw an exact kNN join column when data dimensions

are greater than 100); therefore, it is not suitable for high-

dimensional data. The running time of H-zkNNJ increases

faster than LSHS k-NN Join; thus, LSHS k-NN Join can han-

dle high-dimensional data better than H-zkNNJ.

3) Effect of Node Number and Data Size

With an increase in the data quantity, the calculation will

(b)

Fig. 3. Precision performance. (a) Precision for different datasets. (b) Compare

with baseline.

(a)

(b)

Fig. 4. Effect of data dimension. (a) Effect of data dimension. (b) Comparison

with baseline.

(a)
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take longer; on the contrary, a greater number of nodes

results in a lower calculation time. 

For the purpose of studying the impact of data size and

number of nodes on the time of computation, the following

experiments are conducted: one dataset is kept unchanged

and the size of another dataset is increased from 0.5×105 to

8×105 with a data dimension of 200 and k = 3. The number

of nodes increases from 2 to 8. 

Fig. 5(a) gives the results: (1) as the size of dataset R is

increased by a factor of m, the computation time is also

increased by a factor of m. (2) The time of calculation

decreases with the increase in the number of nodes. If the

number of nodes increases by a factor of 2, computation

time is always reduced by a factor less than 2 since commu-

nication and scheduling between nodes costs a finite mini-

mum time.

In Fig. 5(b), if the size of dataset S increases by a factor of

m, the calculation time increases by a factor much less than

m. The reason is why we have indexed the dataset S, and the

data is mapped onto different buckets. Therefore, the time of

computation in actual operation is greatly reduced; this is the

reason our algorithm can handle large data with notably high

performance.

V. CONCLUSION

In this paper, we introduce the LSHS k-NN Join algorithm

for handling high-dimensional big data. In order to address

standard issues in distributed systems, such as scalability and

fault tolerance, we implement our algorithm on Spark. The

key idea of the algorithm is to use LSH to map the data. The

theoretical analysis and results show that the algorithm pro-

posed in this study for processing high-dimensional big data

is fast and very effective.
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