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ABSTRACT 

Retention of possible churning customer is one of the most important issues in customer relationship management, so 
companies try to predict churn customers using their large-scale high-dimensional data. This study focuses on dealing 
with large data sets by reducing the dimensionality. By using six different dimension reduction methods—Principal 
Component Analysis (PCA), factor analysis (FA), locally linear embedding (LLE), local tangent space alignment 
(LTSA), locally preserving projections (LPP), and deep auto-encoder—our experiments apply each dimension reduc-
tion method to the training data, build a classification model using the mapped data and then measure the performance 
using hit rate to compare the dimension reduction methods. In the result, PCA shows good performance despite its 
simplicity, and the deep auto-encoder gives the best overall performance. These results can be explained by the char-
acteristics of the churn prediction data that is highly correlated and overlapped over the classes. We also proposed a 
simple out-of-sample extension method for the nonlinear dimension reduction methods, LLE and LTSA, utilizing the 
characteristic of the data. 
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1.  INTRODUCTION 

‘Customer churn’ means the loss of the clients or 
customers in business context. Customer churn reduction 
is one of the most important issues in customer relation-
ship management (e.g., in telecommunications market). 
Especially, in today’s competitive market, the importance 
of customer retention has increased since it is much more 
difficult to attract new customers, and it costs five or six 
times more than retaining them (Bhattacharya, 1998; Re-
inartz et al., 2004). Thus, companies are willing to predict 
potential customer churn and target them with marketing. 

The goal of churn prediction is to identify potential 
churning customers, leading to proactive customer man-
agement and target marketing. The main job of churn 
prediction is to classify the type of customers into either 
churners or non-churners according to the score of con-
structed churn prediction model. With low-cost commod-
ity storage and sophisticated data collection technologies, 
companies can automatically store massive operational 
data sets into their data repository for further analysis and 
strategic decision making. Therefore, by utilizing huge 
amount of customer data set along with their historical 
churning behavior, a prediction model for identifying po-
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ssible future churner could be built. 
However, the churn prediction problem often suffers 

from the curse of dimensionality since the data normally 
has a large number of features. In such high-dimensional 
problems, the performance of the models can be degraded 
by the curse of dimensionality.  

This study will focus on dealing with large data sets 
with more realistic conditions. To overcome the afore-
mentioned difficulties, the number of features is reduced 
to the appropriate number by using various dimension 
reduction methods for building churn prediction models. 
By comparing the performance of the churn prediction, 
we will determine the most suitable dimension reduction 
methods for a consistent and robust classification of the 
highly imbalanced overlapping churn data. 

The organization of this paper is as follows. Section 
2 describes the churn data used in this study and introduce 
six different linear or nonlinear dimension reduction 
methods which are applied to the data. Section 3 explains 
experimental settings and the detailed process of the ex-
periment, and experimental results are provided in Sec-
tion 4. Lastly, Section 5 provides the conclusions of the 
paper. 

2.  BACKGROUND 

2.1 Churn Data 

Churn prediction data sets, collected during the six 
months of 2001 by a major telecommunication company, 
consist of approximately 100,000 samples with 171 vari-
ables, which include the following information: First, 
demographics such as age, location, and number and ages 
of children are contained in the data sets. Secondly, fi-
nancial information, such as credit score and credit card 
ownerships, is contained. Thirdly, product details, such as 
handset price and handset capabilities, are contained, and 
lastly, phone usage information, such as total minutes of 
use, total number of calls and average monthly minutes of 
use over previous 6 months, is contained. The data were 
made available to academic researchers by the Teradata 
Center for CRM at Duke University (Kim, 2006). 

The description of Teradata set defines churn as a 
customer who left the company by the end of the follow-
ing 60 days after sampled. The training data oversampled 
churn records to 50% even though the actual rate is ap-
proximately 1.8%, because previous attempts to train 
classifier with the original data were not successful. Nev-
ertheless, the churn rate of test data is approximately 
1.8%, which makes the churn prediction problem as real-
istic and challenging as possible. 

Figure 1 clearly manifests the difficulty of predicting 
churn. It shows a plot of two principal components of the 
training data calculated by Principal Component Analysis 
(PCA). According to the figure, records along these two 
features are highly overlapping. Because it is hard to 

separate into churners and non-churners from selected 
features, sophisticated approaches are required to solve 
the churn prediction problem. 

2.2 Dimension Reduction Methods 

2.2.1 Principal Component Analysis 
PCA is a linear technique for dimensionality reduc-

tion. It performs dimensionality reduction by embedding 
the data into a linear subspace of lower dimensionality. 
This is done by finding a linear basis of reduced dimen-
sionality for the data, along which the amount of variance 
in the data is maximal. 

PCA attempts to find a linear mapping M that maxi-
mizes the cost function (M cov (X) M),Ttrace  where cov (X)  

is the sample covariance matrix of the data X with zero-
mean. This linear mapping is formed by the d principal 
eigenvectors of cov(X).  Therefore PCA solves the eigen-
problem  

 
cov(X)M M= Λ    (1) 

  
The reduced low-dimensional data representation of 

the data points are computed by mapping them on the 
linear basis M, i.e., Y = XM. 

 
2.2.2 Factor Analysis 

Factor analysis (FA) is a linear technique for dimen-
sionality reduction that posits a joint distribution on the 
data and lower dimensional latent variables. These latent 
variables, so called factors, are assumed to generate each 
data point. Thus, factors account for the observed correla-
tion structure of the given data.  

With D-dimensional data vector X and d-dimensio-
nal vector of real-valued factors Z, factor analysis model 
can be defined as X = μ+ΛZ+ε, where the columns of 
factor loadings Λ represent the correlation between given 
variables. The d factors play the d features of the dimen-
sion reduced data like the principal components in PCA. 
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Figure 1. Plot of the training data projected on 2D 
by Principal Component Analysis. 
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The maximum likelihood estimation of μ, Λ and covari-
ance Ψ of ε could be found iteratively with EM algorithm 
(Ghahramani and Hinton, 1996). 

 
2.2.3 Locally linear embedding 

Locally linear embedding (LLE) is a nonlinear tech-
nique for dimensionality reduction that attempts to pre-
serve local relationship of a given data. Moreover, con-
sideration of local properties allows us to find embedding 
manifold of non-convex structures. LLE describes the 
local relation around a D-dimensional original data point 
on some manifold as a linear combination of its k-nearest 
neighbors weighted by .ijw  It calculates the weights ijw  
which represents the contribution of the j-th nearest point 
to reconstruction of the i-th data point by minimizing the 
reconstruction errors  

LLE then tries to find low-dimension coordinates 
which preserves local relationship in high-dimensional 
space as much as possible. It finds low-dimensional data 
representation that minimizes the following cost function, 

 

2(Y) || ||i ij j
i j

y w yφ = −∑ ∑    (2) 

 
 

where ijw  is fixed. This cost function can be rephrased as 
the following quadratic form (Y) = Y XMTφ  where matrix 
M = ( ) ( ).TI W I W− −  It is a constrained optimization prob-
lem and is equivalent to the problem of finding the small-
est d+1 eigenvectors of the matrix M. 

 
2.2.4 Local tangent space alignment 

Local tangent space alignment (LTSA) is also a non-
linear dimensionality reduction technique like LLE. It uti-
lizes the information of local tangent space of each data 
point. LTSA is based on the assumption that there exists a 
linear mapping from a high-dimensional space to a local 
tangent space and a linear mapping from the correspond-
ing low-dimensional data point to the same local tangent 
space to get global coordinates by their alignments. 

LTSA first computes bases for the local tangent 
space at the data point ix  to calculate low-dimensional 
coordinates. Specifically, it computes d principal compo-
nents by computing the d largest eigenvectors of the cor-
relation matrix (X X ) (X X )T T T

i i i ie e− −  where Xi  is the set 
of k nearest neighbors. The local tangent space iΘ  con-
sists of k PCA scores of dimension d corresponding to 
X .i  Then using a linear mapping iL  from the local tangent 
space to the low-dimensional representation ,iy  LTSA 
performs the following minimization on the cost function 
of the form, 

 
2(Y) || ||i k i i

i
y J Lφ = − Θ∑   (3) 

 
where kJ  is the centering matrix. This cost function can 

also be redefined as a quadratic form (Y)  Y MYTφ =  where 
M is the alignment matrix. This problem is equivalent to 
calculating the d+1 smallest eigenvectors of M after com-
puting matrix M. 

 
2.2.5 Locally preserving projections 

Locally preserving projections (LPP) builds a graph 
with neighborhood information of the data set. Using the 
idea of the Laplacian of the graph, it computes a trans-
formation matrix which maps the data points to a sub-
space. This linear transformation optimally preserves local 
neighborhood information in a certain sense. The map-
ping matrix generated by the algorithm may be viewed as 
a linear discrete approximation to a continuous map that 
naturally arises from the geometry of the manifold. 

 
2.2.6 Deep auto-encoder 

Deep auto-encoder is an unsupervised neural net-
work used for dimensionality reduction and feature ex-
traction. More precisely, auto-encoders are feed-forward 
neural networks with an odd number of hidden layers and 
shared weights between the top and bottom layer, trained 
to predict the input itself as described in Figure 2. The 
middle hidden layer has d nodes which is the reduced 
dimension, and the input and the output layer have D 
nodes which is the original dimension. 

The network is trained to minimize the mean squared 
error between inputs and outputs of the network. The 
middle hidden layer of a trained deep auto-encoder gives 
d-dimensional representations of input data, such that 
preserves as much structure in the input data as possible. 
The low-dimensional representations can be obtained by 
extracting the node values in the middle hidden layer of 
the trained network, when each data point is fed to the 
input layer. 

 

 
Figure 2. Structure of the deep auto-encoder. 
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3.  EXPERIMENT SETTINGS 

3.1 Data Preprocessing 

We performed the preprocessing on the original data 
for further analysis as following the process in Lee et al. 
(2011). First, we removed continuous variables which 
have more than 20% of missing values. Since the data 
sets contain a substantial number of input variables and 
that many of these variables are highly correlated, valu-
able information will not be lost. Second, categorical 
variables with high missing rates were also eliminated 
because generally each categorical variable has slight 
predictive power (Rossi et al., 1996). Thus we include 
only 11 categorical variables among the remaining fea-
tures. Finally, we removed observations with missing 
values in the data set due to the abundance of records.  

After the preprocessing steps, we obtained 123 fea-
tures consisting of 11 categorical variables and 112 con-
tinuous variables. The training data set has 67,181 obser-
vations with 32,862 churns with the churn rate of ap-
proximately 49%. The test set has 34,986 observations 
with 619 churns with the churn rate of approximately 
1.8%. 

3.2 Dimension Reduction and Out-of-Sample 
Extension 

In this experiment, we focus on reducing the dimen-
sionality of data using various dimension reduction tech-
niques. Among the techniques introduced above, PCA, 
FA, and LPP are linear dimensionality reduction methods 
which perform dimensionality reduction by embedding 
data into a linear subspace of lower dimensionality. So, 
besides mapped data with reduced dimension, they give 
linear mapping functions (or mapping matrix) which al-
low us to use them for out-of-sample extension. Deep 
auto-encoder is a nonlinear method for dimension reduc-
tion. And it also learns a nonlinear mapping between the 
high-dimensional data and low-dimensional representa-
tion. Sigmoid activation functions are generally used ex-
cept in the middle layer, where a linear activation func-
tion is usually employed. While these methods generate 
mapping functions, other two nonlinear dimension reduc-
tion methods (LLE and LTSA) do not provide mappings. 
So, for those two methods, a parametric out-of-sample 
extension is not available. To solve this problem, we as-
sume that training data and test data, generated from the 
same distribution with the similar sample density, have 
similar connected neighbor graph with similar degree of 
density. With this assumption, we can apply those meth-
ods separately to the training data and the test data. With-
out the assumption, we may use the nonparametric out-of-
sample extension which estimates the transformation 
from the high dimensional to low dimensional space us-
ing the Nyström approximation (Bengio et al., 2004). 
Also we can use sequential manifold learning method 
(Kim and Lee, 2012). 

3.3 Experiment Process 

With this background, we model churn classifiers as 
follows. First, we preprocess the data to appropriate forms 
for each dimension reduction methods, for example, scal-
ing each attributes to [0, 1], and apply each dimension 
reduction method to obtain low-dimensional data with 
target dimension d. Second, we train classification meth-
ods, for example, support vector machine (SVM) and 
logistic regression by preprocessing and applying the low 
dimensional data. Next, we embed the test data to lower 
dimensional space. For PCA, FA, LPP, and deep auto-
encoder, we use the mapping generated from the first step. 
Otherwise, we use nonparametric out-of-sample exten-
sion method or simply apply the same dimension reduc-
tion method to the test data. Then we train prediction 
models using low-dimensional features as the input and 
obtain predicted churn score on the test data set with the 
trained model. Finally, we measure and compare the per-
formance of the models utilizing different dimension re-
duction techniques. 

The overall flow of the process is shown in Figure 3. 
 

 
Figure 3. The overall flow of the process. PCA: Principal 

Component Analysis, FA: factor analysis, LPP: 
locally preserving projections, LLE: locally lin-
ear embedding, LTSA: local tangent space 
alignment, SVM: support vector machine. 
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3.4 Evaluation Metric 

To measure model performances, we used an evalua-
tion metric so called the ‘hit rate’. The hit rate is a well-
known measure in marketing field which evaluates the 
predictive power of models numerically (Rosset et al., 
2001). It is calculated as follows, 

1
Hit rate = /

n

i
i

H n
=
∑  

where iH  is 1 if the prediction is correct and 0 otherwise. 
n represents the number of samples in data set. Namely, 
the hit rate measures the ratio of correctly predicting 
churns to churn candidates. In this paper, a hit rate of x% 
is a hit rate when only the top x% of customers are con-
sidered for evaluation based on their estimated churn 
probabilities or scores. For example, if we assume that we 
have 10,000 observations, a hit rate at a target point of 
10% is the percentage of correctly predicted churner out 
of 1,000 customers who are most likely to churn. From 
the viewpoint of marketing managers, due to budget and 
time constraints, customers who are highly likely to churn 
should be the main target of marketing. This being so, it 
is important to consider the hit rate with target points. 

4.  EXPERIMENTAL RESULT 

When we reduce the dimensionality of the data, we 
choose the lower dimension d. The higher such d is, the 
better is the performance of classification models (see 
Section 4.3). However, there is a trade-off because the 
running time of model building gets larger when we use 
higher dimensional input data. To choose the appropriate 
dimensionality, we use Kaiser’s criterion (Kaiser, 1960), 
which determines the number of principal components 
(PCs) of which corresponding eigenvalues are greater 
than or equal to 1.0 utilizing PCA. Figure 4 graphically 
presents that the chosen number of PCs is 27. Therefore 
27 would be the proper target dimensionality of PCA. To 
be fit for our purpose which is to compare dimension re-
duction methods for churn prediction, we will use the 
same lower dimension for each method. Here, we choose 
30 as the reduced dimensionality to achieve universality. 

There are several other parameters for each dimen-
sion reduction methods. For example, the number of 
nearest neighbors k for the local-structure-based algo-
rithms such as LLE, LTSA or LPP, and the number of 
layers and nodes for deep auto-encoder.  

Parameters of classification methods should also be 
set, for example, the kernel function and corresponding 
kernel parameters for SVM. In this experiment, we use 
radial basis function 

2( , ) exp( || || ),= − −i j i jk x x v x x  which 
is the most popular kernel function for SVM, with the 
kernel parameter v to be the reciprocal of feature number 
of data and regularization constant C to be 1 (Chang and 
Lin, 2011; Hsu et al., 2003). 

 
Figure 4. Plot of eigenvalues obtained by Principal 

Component Analysis. 

4.1 Linear Dimension Reduction Methods 

First, we will compare the linear dimension reduc-
tion methods, PCA, FA, and LPP. The linear techniques 
have a number of strengths. The most important advan-
tages are their runtime complexity and availability of out-
of-sample extension. PCA and FA are the fastest methods 
among the other dimension reduction methods. Even 
though we deal with almost 70,000 records of data, they 
produce results in just a few seconds. However, LPP 
takes quite long time and large memory because it looks 
for k-nearest neighbors for each point and builds a con-
nected graph.  

We compare SVM and logistic regression models 
with random prediction model. The random prediction 
model generates uniformly random numbers between 0 
and 1 with the size of test data. By using these random 
numbers as probabilities, the model predicts churn if a 
probability is greater than 0.5. The classification models 
give higher hit rate than the random prediction model. 
Thus we can say that the models are well-trained. 

 

 
Figure 5. Principal Component Analysis (PCA), factor 

analysis (FA), and locally preserving projec-
tions (LPP) with logistic regression. 
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Figure 6. Principal Component Analysis (PCA), factor 

analysis (FA), and locally preserving projec-
tions (LPP) with support vector machine (SVM). 

 
Figures 5 and 6 show that PCA produces better per-

formance result when we use SVM as classifier. It means 
that among the linear dimension reduction techniques, PCA 
generates the most suitable mapping for SVM. While 
PCA shows the best result for SVM, LPP shows the best 
performance result when we use logistic regression as 
classifier. 

4.2 Nonlinear Dimension Reduction Methods 

Next, we will compare the nonlinear dimension re-
duction methods, LLE, LTSA and deep auto-encoder. 

In this experiment, we assume that the training data 
and the test data have similar density of the manifold. The 
churn prediction data we used has comparable size of 
training and test data. Notwithstanding their different rate 
of churn, both training and test data share a characteristic 
that the records of churn and non-churn are highly over-
lapping. Thus, our assumption is valid. 

With the assumption, when LLE or LTSA builds the 
graph by connecting the neighbors of each points and 
generates local hyper-planes for each points, we may sup-
pose that the points of training and test data with the same 

 

 
Figure 7. Comparison for out-of-sample extension meth-

ods. LLE: locally linear embedding. 

 
position will have similar local hyper-plane. Therefore, we 
can apply LLE or LTSA separately to training data and 
test data. We may also use the nonparametric out-of-sample 
extension called, Nyström approximation (Bengio et al., 
2004). In Figure 7, we compare these two approximations 
of the out-of-sample extension method for LLE with lo-
gistic regression model. 

In the figure, ‘SP’ represents the former method, which 
applies LLE separately to training data and test data, whereas 
‘N’ represents the latter method, which exploits Nyström 
approximation. The results for ‘LLE 2 SP’ are zeros. The 
result justifies that, when using highly overlapping data 
like the churn prediction data, we can apply LLE or LTSA 
to training data and test data separately. 

Figures 8 and 9 show that when applying deep auto-
encoder to reduce the dimensionality of data, both classi-
fication models (SVM and logistic regression) produce 
the best performance result while LLE and LTSA give 
slightly better performance than the random prediction 
model. Thus, we can say that LLE and LTSA are unsuit-
able for the churn prediction data. This is not only be-
cause of relatively poor performance, but also of their 
excessive demands for computation and memory space. 

 

 
Figure 8. Locally linear embedding (LLE), local tangent 

space alignment (LTSA), and deep auto-
encoder (AE) with logistic regression. 

 

 
Figure 9. Locally linear embedding (LLE), local tangent 

space alignment (LTSA), and deep auto-encoder 
(AE) with support vector machine (SVM). 
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4.3 Effect of the Number of Dimensionality 

As mentioned above, we can expect that classifica-
tion models trained by exploiting more principal compo-
nents or features, to some extent, would give better per-
formance, since ‘more features’ means ‘more informa-
tion’. We compare different lower dimensions of two 
important dimension reduction methods-PCA and deep 
auto-encoder with logistic regression. We choose 2 and 
10 for the other dimensions, because of the following 
reasons: 1) 2 makes it very simple to train and test the 
model, therefore makes the whole process much faster. 2) 
When we estimate intrinsic dimension of the data using 
MLE (Levina and Bickel, 2004), the result indicates di-
mension 8. We use 10 for the intrinsic dimensionality 
after rounding the number.  

In both dimension reduction methods, as the reduced 
dimension grows, the model gives better hit rate perform-
ance (see Figures 10 and 11). 2-dimensional representa-
tion of PCA produces worse performance than the ran-
dom prediction model, which shows we cannot train good 

 

 
Figure 10. Principal Component Analysis (PCA) of 

dimensionality 2, 10, and 30 with logistic 
regression. 

 

 
Figure 11. Deep auto-encoder (AE) of dimensionality 2, 

10, and 30 with logistic regression. 

classification model with 2 PCs. As opposed, 2-dimen-
sional representation of deep auto-encoder produces works 
well as much as other dimensional representations. More-
over, the performance of 2-dimensional representation of 
deep auto-encoder is even better than 30-dimensional 
representation of LLE or LTSA. 

4.4 Comparison for All Dimension Reduction 
Methods 

Finally, in Figures 12 and 13, we compare whole 
dimension reduction methods except for LLE and LTSA, 
which give the lowest grades among the others. The result 
indicates that when we model logistic regression, LPP 
gives the best performance while when we model SVM, 
PCA gives the best performance. Reversely, however, 
PCA gives the worst performance among the four dimen-
sion reduction methods in logistic regression while LPP 
gives much worse performance in SVM. Overall, deep 
auto-encoder provides the most consistent performance. 

 

 
Figure 12. Four kinds of methods with logistic regression. 

PCA: Principal Component Analysis, FA: fac-
tor analysis, LPP: locally preserving projec-
tions, AE: auto-encoder. 

 

 
Figure 13. Four kinds of methods with support vector 

machine (SVM). PCA: Principal Component 
Analysis, FA: factor analysis, LPP: locally 
preserving projections, AE: auto-encoder. 
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Specifically, deep auto-encoder’s 30% hit rate is the only 
result that is greater than 0.4 for both types of models. 

5.  CONCLUSION AND DISCUSSION 

In this paper, we compared six dimension reduction 
methods, PCA, FA, LLE, LTSA, LPP, and deep auto-en-
coder for classification of the churn prediction data. When 
we model SVM for the prediction of churn, PCA provides 
the best hit rate performance among the techniques. Since 
the churn prediction data is highly correlated, we can ex-
pect that PCA, which removes the correlation among fea-
tures, would give strong performance. Also, PCA has an 
important advantage on its time complexity among the 
other dimension reduction methods. Meanwhile, deep 
auto-encoder shows the overall best performance (see Sec-
tion 4.4). Because the churn prediction data we used is 
real-world data, nonlinear dimension reduction methods, 
such as deep auto-encoder, would provide more robust 
performance over various classification models in many 
real-world applications. Note that PCA, a linear dimen-
sion reduction method, does not provide the best result for 
logistic regression. 

Besides the performance issue, out-of-sample exten-
sion should be considered when applying dimension re-
duction in classification. Dimension reduction methods 
should be applied to test data before the prediction. PCA, 
FA, LPP, and deep auto-encoder generate the mapping 
which enables natural, parametric out-of-sample exten-
sion. However, the other two nonlinear dimension reduc-
tion methods (LLE and LTSA) do not generate the map-
ping. These methods only provide the mapped data, thus 
approximation is required. In this paper, we explained 
that two kinds of approximation methods can be used 
because of the highly overlapping characteristic of the 
data. 

ACKNOWLEDGMENTS 

This work was supported by Global Ph.D. Fellow-
ship Program through the National Research Foundation 
of Korea (NRF) funded by the Ministry of Education (No. 
2013033599) and BK21 plus project through the NRF 
funded by the Ministry of Education (No. 5265-20140100). 

REFERENCES 

Bengio, Y. (2007), Learning deep architectures for AI, 
Technical Report 1312, Université de Montréal, Ca-
nada. 

Bengio, Y., Paiement, J. F., Vincent, P., Delalleau, O., Le 
Roux, N., and Ouimet, M. (2004), Out-of-sample 
extensions for lle, isomap, mds, eigenmaps, and spec-
tral clustering, Advances in Neural Information Pro-

cessing Systems, 16, 177-184. 
Bhattacharya, C. B. (1998), When customers are mem-

bers: customer retention in paid membership con-
texts, Journal of the Academy of Marketing Science, 
26(1), 31-44. 

Chang, C. C. and Lin, C. J. (2011), LIBSVM: a library 
for support vector machines, ACM Transactions on 
Intelligent Systems and Technology, 2(3), 27. 

Ghahramani, Z. and Hinton, G. E. (1996), The EM algo-
rithm for mixtures of factor analyzers, Technical 
Report CRG-TR-96-1, University of Toronto, Can-
ada. 

He, X. and Niyogi, P. (2004), Locality preserving pro-
jections, Advances in Neural Information Process-
ing Systems, 16, 153-160. 

Hinton, G. E. and Salakhutdinov, R. R. (2006), Reduc-
ing the dimensionality of data with neural networks, 
Science, 313(5786), 504-507. 

Hotelling, H. (1933), Analysis of a complex of statistical 
variables into principal components, Journal of Edu-
cational Psychology, 24(6), 417-441. 

Hsu, C. W., Chang, C. C., and Lin, C. J. (2003), A prac-
tical guide to support vector classification, Techni-
cal Report, Department of Computer Science, Na-
tional Taiwan University, Taiwan. 

Kaiser, H. F. (1960), The application of electronic com-
puters to factor analysis, Educational and Psycho-
logical Measurement, 20, 141-151. 

Kim, K. and Lee, J. (2012), Sequential manifold learn-
ing for efficient churn prediction, Expert Systems 
with Applications, 39(18), 13328-13337. 

Kim, N., Jung, K. H., Kim, Y. S., and Lee, J. (2012), 
Uniformly subsampled ensemble (USE) for churn 
management: theory and implementation, Expert 
Systems with Applications, 39(15), 11839-11845. 

Kim, Y. (2006), Toward a successful CRM: variable sel-
ection, sampling, and ensemble, Decision Support 
Systems, 41(2), 542-553. 

Lee, H., Lee, Y., Cho, H., Im, K., and Kim, Y. S. (2011), 
Mining churning behaviors and developing reten-
tion strategies based on a partial least squares (PLS) 
model, Decision Support Systems, 52(1), 207-216. 

Levina, E. and Bickel, P. J. (2004), Maximum likelihood 
estimation of intrinsic dimension, Advances in Neu-
ral Information Processing Systems, 17, 777-784. 

Pearson, K. (1901), On lines and planes of closest fit to 
systems of points in space, Philosophical Magazine 
Series 6, 2(11), 559-572. 

Reinartz, W., Krafft, M., and Hoyer, W. D. (2004), The 
customer relationship management process: its mea-
surement and impact on performance, Journal of 
Marketing Research, 41(3), 293-305. 

Rosset, S., Neumann, E., Eick, U., Vatnik, N., and Idan, 
I. (2001), Evaluation of prediction models for mar-
keting campaigns, Proceedings of the 7th ACM SIG 



Lee, Koo, and Jung: Industrial Engineering & Management Systems 
Vol 13, No 4, December 2014, pp.454-462, © 2014 KIIE 462
  

 

KDD International Conference on Knowledge Dis-
covery and Data Mining, San Francisco, CA, 456-
461. 

Rossi, P. E., McCulloch, R., and Allenby, G. (1996), 
The value of household information in target mar-
keting, Marketing Science, 15(3), 321-340.  

Roweis, S. T. and Saul, L. K. (2000), Nonlinear dimen-
sionality reduction by locally linear embedding, 
Science, 290(5500), 2323-2326. 

Spearman, C. (1904), ‘General intelligence,’ objectively 

determined and measured, American Journal of Psy-
chology, 15(2), 201-292. 

van der Maaten, L. J., Postma, E. O., and van den Herik, 
H. J. (2009), Dimensionality reduction: a compara-
tive review, Journal of Machine Learning Research, 
10(1-41), 66-71. 

Zhang, Z. and Zha, H. (2002), Principal manifolds and 
nonlinear dimensionality reduction via tangent space 
alignment, SIAM Journal of Scientific Computing, 
26(1), 313-338. 

 
 
 
 
 
 


