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A study on comparison and analysis of
Interconnect network communication performance
between computing nodes in GPU cluster system

Min-Woo Kwon®, Do-Sik An", TaeYoung Hong"
“Dept. of Supercomputing Infrastructure Center, KISTI

ok

o}
VIDIA9] A100% V100 GPUZF & 26070 gAl=o] <l
= FE2H Mgt e Aersd 1459 JEIAYES Infiniband(IB) AlolE®2 A2
sof Qo] WE = HQ ¥ Aol nte WHEAlo] Jhesttt =2l A= NVIDIAAA A
F38 NCCLO WAtz m=g o] &dle] JHAYE HEYAL F4 AH5S vHluiysis et

of tefA a7hghet

z o

KISTI®] GPU &3 &H A28l 72

1. B 2. NCCL (NVIDIA Collective Communication Library)

S| AR ATAKISTDAAM = FHAF NCCL-> NVIDIAAOl A Al&ak= HE GPU %
Bl T HEAAFR FES 98kl rh gE == J3 B4 golrggeltt. GPUZH
T Alz="lo] CPU 7|WF Al~"lo g HPC ofF PCle, NVLink, JEAYEZ dZA5 o Q= Aol
gl o] HA st e Wi FE AlX A At Ey} e Latency S AlFsh7] 93 H A
gl NVIDIA A100, V100 GPUZ gA3 Asbwe= stel Jg 2 s AlFdri2]. NCCL2 19
2 FAAE ol Al ofEFE Aol T A s3] 13} Zo] thekst 3 &4l & AT

o] 9tk KISTI= w3 HFH AREA7E Fe] 2o
Al Fdst HPC ol ZgAlolAd SJ&Y vuolEE W
oA FA AL Aol 83 F JEE HPC+AI
+Data Analitics €% AU =& F53At ol& ¢
d T wE A" Tdst A7 (LDAP)
AW E AFE8HE, 21-9-E (Lnet) & o] &3to] JEIAY
E YEL AV A5 AZs o] vt FH Al 2E9
Atol =71 AR uwiel WE GPUE do] HE =&

= #8949 Fde Baye FUHm U of

gpu0 gpul

AllIReduce

G WY we d Ae 4ne Zolgd] Ad L memmm O LA
Ne 14%e JEAYES 49 EDL EF © .

2x% PAslof $Th B =FolAE NVIDIAA 3

A AlgetE NCCLe MAvka =g ggae] & o vz P

23} e Feay Asdel AEAYE dEDR m

A QS waEA s gere sl g,




ACK 2023 BH& 4t E 3| =27 (30 23)

gpu0 gpu0 gpul
[}
@)
>
g gpu2 gpu2 gpu3
(a'd

gpu0 gpul gpul
—
5 — .
=
(40
) gpu2 gpu3 gpu3
<

[ ]
[
E gpu0 gpuf gpuT
= +
+

8
(@) 43
8 gpu2 gpu3 gpu3
> +
O +
() +
(a'd +

(27 1) NCCL HE T4l

T3k neclSend/Recvd 5 o] 8-3to] AllToAllZ}
72 Point-to—point(e] 3} P2P) E4l%= F+3o] 7}%
sttH2l. NVIDIAAS NCCL g9 713420 A%
T Ae WMAm= GitHub AlolE
o A A& st =l A= NCCL #lH]

T = A F83kal AllGater,

A she e,

=
EASE

3. 72 9EAHIE HEQI EEZX]
w2=e 13 29 o] <lE A Y E (Infiniband, ©]

ol

} IB) UEY=7} Fat-tree EZEZAE FA 5o
Itk 2014 FrH HSFE S AT WAnpa A ~"lo
g TEHE 7wES AAEE AMdes, AHA
|, ~EgA7t T et TR/ Alade
2 FAEY 9t AEANES HA$ FDRGEGbps),
EDR(100Gbps), HDR(200Ghps)Z A = o] ¢lem, FDR
2927 29 A o) e 14T
S Faw ax ¥ dxg w94

A=l g, BWE ZaloA

Zo] Fa3t7|e] EDR 29 A (1¥

3-‘0

KeR
=]
2=

oh)gl HDR =$1A(2d 29 254 g9 F=
AZH o] QIth Fat-tree EZ 249 At & thal
ololi= 2tolo® IB Alo]Zo] AAH glom A
A o] GPUZI=SH IB £EC o4 vl &L of

els = 13 ok,

<} 1> GPU x=:=% GPUIB H&

LEER
A100 8GPU A3
V100 8GPU A2
V100 4GPU %%
V100 2GPU A2

IBEZES

4

GPUZI GPU:IB
21
4:1
4:1
21

DO |4~ |00 |00

B =R A= A100 8GPUE %
g3te] NCCL wWix|nla meo] A%

b

sl 94 GPUTl 14 FAlo|
243}, @

o

TS
&5+ GPUDirect RDMA 7]%5<%
A8t A7 As wEE 24359 tH4]l. NVIDIA®
Al HDR 8XEE ®&Alg DGX Al00°lA HZ=Eg
A3E By JEANI PPEAY A thoZo)
7}z} 192GB/s, 24GB/s® ZA9AH5]l 29 33
GPUDirect RDMA 7]5°] &3t Holde=
49- 2719 w==o A 16719 GPU 7+l AllGather,
AllReduce 4 H2EZ F3P3 AF g Zo]
9GB/s 7HA] FA4EAJTh £ =FoA AMES =
HDR 4¥XEE A}lg&3l2 2 NVIDIAo|A i
19541 Y Z(192GB/s) 2] Aubg o] A5 o]
AE FAT F AATh AllToAlle] 745
FAolm 2 NVIDIACIA w®3d P2PEA
(24GB/s)oll 3 20GB/s7HA =4 A}, F
el T3 3t7]
Fat-tree EZZA¢ GPUIBe HL&S Non-
blocking(1:1) 2.2 FAldjoksl=d], o= AHAYE

= o

ol

b el

1=

fo o rff

10O [e]
s zZeE A="dS



AllGather (2node, w/ GPUDirect)

R 4 —8 164
. gpu epu gpu &pu
80

Z 70

=

S 6o

£ ¢

£ so — —

= a0 7

z /

/

5 30

3
20
10
0

S
size(byte)
AllReduce (2node, w/ GPUDirect)
100
5 ————2gpU  =———4gpU =———8gpu 16gpu
80

Z 70

=

S 60

£ 5

£ s0 A —

é 40 -

5 30 S
20 L m—

—
o /
o i
Pd 5P @ P P G g P P P P b P
) L ST @ g G AN T o 2 @
R o A $ 27 Al o
S LS AV T o ot
FS
size(byte)
AllToAll (2node, w/ GPUDirect)
25
———2gPU  =———dgpU ————3gpu 16gpu
20

=

=

S 1s

=

ES y R ——

Z 10

2

3

n

o

© N b e S
5 Cal R e | Al 3 & D
IR ¢ ¥ 2 ) ? LS P
= [P S SO S S
> Y S
PR

size(byte)

(18 3) NCCL #H|2~E Z3} (w/ GPUDirect)

HESA 740 A3 ugo] BAsA At F
7}4 o2 GPU Direct RDMAZ 1|24 3}3S u+=
2ol A 16GPUE Ab&3ste] St AyE 4y
HA Z458S wWe] Ao ulaE AllGather?t

AllReducei= 2.7, AllToAllS 4.6¥] HAXx2 A5}
go] A+ S AT F AT
4. 22 2 3 A7 Hg

2 =3dAE w29 Al00 8GPUE =gt A

(<0
o

Ao A NVIDIA NCCL WlA|vla 5= &&
JEPAVE VEHA 4 A& v L4138

iy

< Aee HE GPUE 42hgk dE
A Hge] des AUl A=
E JEf A FA4A% Ze =gl T
sAl°l GPUDirect RDMAS$} 72

2 oox o
SRS < v [ o

AHANE MEHD 4 A5 Fuse] @
TAE Agsn G WAvta 4% HAES S
Wae] vl BASE A7E £ ool

AllGather (2node, w/o GPUDirect)

2gpu 4gpu  ———8gpu 16gpu

bandwidth (GB/s)
waw g
g

size(byte)

AllReduce (2node, w/o GPUDirect)

—2gpu

AGPU e BgPU 16gpu

bandwidth (GB/s)
3

10 e
0 e
©° > © > o > © > © > © > © > ©
i A W G T T G AT G aF T o
BT AT e o AT T B A o
[ VY @ o8
e LI S =
size(byte)

AllToAll (2node, w/o GPUDirect)

2gpu Agpu - - 8gpu 16gpu
20
@ 15
g 10
= 5 — — ——
. s
& R N@y »f’éo \h%%«, ,;ﬁ’bb &,\D" @/\@ \9‘;"@ 01.&: \Q%%‘@- & \b"b \‘&_g? °;;Qogo
N By’ 6\~ ’\&w \,Qq" ‘;f)b“
size(byte)
(18 4) NCCL #|2~E ZA3} (w/o GPUDirect)
AL AL
o] =2 20239 % =y A B AT (KISTI)

o] 7] EALY (A H 5 K-23-1L.02-C01-S01) 2 =4

AFe] (ThAl 9 5:]-23-NB-C03-S0D) o2 Sag AT
Yk

ES gy |
[1] KISTI Z7}r 9 A FE A S5 o)X, F2a7,

https://www.ksc.re.kr/byjw/neuron

[2] NVIDIA NCCL Manual, Collective Operations,
https://docs.nvidia.com/deeplearning/nccl/user-guide/do

cs/usage/collectives.html

[3] GitHub, NVIDIA NCCL Tests,
https://github.com/NVIDIA /nccl-tests

[4] NVIDIA 7H&=} w4, GPUDirect RDMA,
https: develoDer.nvidia.com/,qoudlrect

[5] NVIDIA On-Demand, Scaling Deep Learning
Training: Fast Inter-GPU Communication with NCCL,

https://www.nvidia.com/en-us/on-demand/session/gtcspring23-so1111


https://www.ksc.re.kr/byjw/neuron
https://docs.nvidia.com/deeplearning/nccl/user-guide/docs/usage/collectives.html
https://docs.nvidia.com/deeplearning/nccl/user-guide/docs/usage/collectives.html
https://github.com/NVIDIA/nccl-tests
https://developer.nvidia.com/gpudirect
https://www.nvidia.com/en-us/on-demand/session/gtcspring23-s51111/



