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ABSTRACT

The scalable vector graphics (SVG) standard has allowed

the complex bitmap images to be represented by vector based

graphics and provided some advantages over the raster based

graphics in applications, for example, where scalability is

required. This paper presents an algorithm to convert bitmap

images into SVG format. The algorithm is an integration

of pixel-level triangulation, data dependent triangulation, a

new image mesh simplification algorithm, and a polygo-

nization process. Both triangulation techniques enable the

image quality (especially the edge features) to be preserved

well in the reconstructed image and the simplification and

polygonization procedures reduce the size of the SVG file.

Experiments confirm the effectiveness of the proposed al-

gorithm.

Keywords: Image vectorization, SVG, Pixel-level triangu-

lation, DDT, Simplification.

1. INTRODUCTION

Images are one of the most common forms of digital media.

They are typically represented in bitmap graphics which is

a two-dimensional array of pixels, with each pixel storing

either a color/grey value or an index into a color palette.

An alternative representation of images is vector graphics,

which is not based on discrete points of pixels, but on the

geometry of objects like lines or curves. Unlike the bitmap

representation, the vector representation is scalable and res-

olution independent. It also facilitates many image editing

processes. For images containing a variety of geometric

shapes, the vector graphics provides a more efficient rep-

resentation with greater compression. This benefits applica-

tions such as image streaming over the internet and mobile

image/video transmission for handheld devices that usually

have the innate bandwidth restrictions. The process of con-

verting a bitmap image into a vector representation is known

as image vectorization. It is an important and useful process

in image and graphics applications [2].

Scalable vector graphics (SVG) is a World Wide Web

Consortium (W3C) recommendation developed for appli-

cations in digital media. It is an XML specification and

file format for describing two-dimensional vector graphics.

SVG images are defined in XML text files and they are

thus able to be searched, indexed, and compressed. The

code-based nature allows for easy manipulation of the im-

ages in today’s database-driven multimedia-rich web and

mobile phones’ applications, which is similar to editing an

image using a HTML code of a Web page. SVG supports

all the basic vector graphics primitives, which include poly-

lines, rectangles, polygons, circles, ellipses and more gen-

eral paths, and also transformations such as translation, scal-

ing, rotation and skewing [5]. The vector attribute makes

the representation resolution independent. Due to the fact

that the large amount of vector-based graphics information

is defined by a few simple geometry formulae, a small file

size would be possible. The World Wide Web and mobile

phones market are two potentially areas that would benefit

from the successful implementation of SVG.

This paper presents an algorithm for converting a bitmap

image into SVG format. The basic idea is to reconstruct

the image in terms of triangles first, then merge the tri-

angles into polygons, and finally encode the polygons in

the SVG format. The method is based on the techniques

of data-dependent triangulation (DDT) and triangular mesh

simplification. The DDT has proven capable of producing

pleasing image reconstruction with image features well pre-

served [1]. The mesh simplification is used to reduce data

without decreasing the reconstructed image quality. Our

goal is to achieve a good balance between the image quality

and the image file size. Our method can control the quality

of the reconstructed image and the image file size.

2. RELATED WORK

There have been many raster-to-vector methods. Froumentin

et al proposed a method that an image is decomposed into

regions corresponding to specified color features and then

each region is triangulated using a Delaunay triangulation

forming a scale independent representation of the whole im-

age [2]. Su et al proposed a simple and fast method to vec-

torize an image, which is called pixel-level triangulation [8].

The method first connects all the pixels by order to form a

quadrilateral mesh. Then each quad is split into two trian-

gles by inserting one of two diagonals. The method deter-

mines the diagonal to be inserted based on the local image

feature so that the main edge feature could be preserved.

Yu et al proposed to use the data dependent triangulation

algorithm for image reconstruction [9]. The DDT-based re-

construction could significantly reduce the visibility of arti-

facts and preserve the edge feature very well especially in

the case of magnification.

While all the above methods basically focus on the fi-

delity of the reconstructed images and ease of the new repre-

sentation for image manipulations such as scaling, coloring

or retouching, in some fields where high speed data trans-
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mission is demanded, reducing the image file size is also an

important factor in raster-to-vector conversion. Sebastiano

et al proposed a DDT-polygonization based approach called

SVGenie [7]. SVGenie first uses DDT to approximate local

pixel neighborhood by triangles. Though the image quality

achieved in this way is rather good, the size of the resulting

file may be very large. Therefore SVGenie further merges

the resulting triangles by a polygonization step to remove

redundancies. The polygonization process reduces the size

of the final SVG file.

Our algorithm is similar to Sebastiano et al’s algorithm

and improves Sebastiano et al’s mainly in two aspects: First,

we propose to use pixel-level triangulation to create a trian-

gulation which serves as an initial input in the latter DDT

procedure and this will enhance DDT’s performance; Sec-

ond, we develop a simplification algorithm which allows us

to easily control the resulting image quality or image file

size. As a result, our algorithm can produce high quality

reconstructed images with a competitive file size.

3. IMAGE VECTORIZATION

3.1. Overview of the algorithm

Given an image, we attempt to generate a reconstruction

image with desired quality or a desired file size. The tech-

niques of data-dependent triangulation and mesh simplifi-

cation are adapted or developed, which are eventually inte-

grated to form an algorithm. Our algorithm consists of four

steps: 1) use the pixel-level triangulation to create a trian-

gular mesh; 2) use the data-dependent triangulation to opti-

mize the triangular mesh; 3) simplify the triangular mesh

with the constraint that the desired approximate error or

file size is guaranteed; and 4) merge triangles with simi-

lar grey/color values into polygons and map each polygon

into a SVG representation. The details of these steps are

described in the subsequent subsections.

It is worthwhile to mention that each step of our algo-

rithm is an independent technique and there are many dif-

ferent ways to combine them. We have carefully combined

them in such a way that an effective algorithm might be

achieved. First, since in practice the DDT is usually im-

plemented using local edge-swapping, the initial triangular

mesh will affect the final result. We let the pixel-level tri-

angulation work as a pre-process step in order to generate

a good initial triangular mesh for the latter DDT algorithm.

Second, both the pixel-level triangulation and the DDT will

not change the location of the triangle vertices and they just

optimize the connectivity of the vertices. The mesh sim-

plification is introduced not only to reduce the number of

triangles but also to change the locations of some triangle

vertices, which provide additional flexibility in optimiza-

tion. Finally, we choose to perform simplification after the

DDT because the simplification procedure allows us to eas-

ily control the approximate error or the number of triangles

in the process of simplification.

3.2. Pixel-level triangulation

An image can be viewed as a function f(P ) defined over a

rectangular region Ω on the (x, y) plane, where P ∈ Ω is

a point, standing for the center of a pixel. f(P ) is the grey

value at pixel P for a grey image or the R, G and B values

for a color image. Let V denote the set of the centers of all

pixels. A triangulation (for example, the classic Delaunay

triangulation) can be introduced to V , which connects the

pixels to form triangles. Moving the vertices P of the trian-

gulation on the (x, y) plane to (P, f(P )) in higher dimen-

sional space forms a triangular mesh, which is a piecewise

linear surface interpolating the image and thus serves as an

image reconstruction.

Fig. 1. Split a quad into two triangles.

For an image of size M × N , the pixel-level triangu-

lation [8] first connects all the pixels vertically and hori-

zontally to form a M × N rectangular grid. Then for each

quad (for example, abcd as shown in Figure 1) in this grid,

two triangles are generated by inserting one of two diago-

nals which is locally chosen to match the image edges. If

|f(a) − f(c)| is greater than |f(b) − f(d)|, then the diag-

onal connecting b and d is chosen; Otherwise, the diagonal

connecting a and c is chosen. Finally, the selection of the

diagonal edges is further adjusted based on the local image

edge orientation. Specifically, for each quad, a 3 × 3 grid

centered at it is used to predict the edge direction. If at least

six of the nine quads in this 3×3 grid have one diagonal di-

rection, then the diagonal with the same direction is chosen

for this central quad. This can make each quad avoid con-

tradicting with its local edge orientation. Figure 2 shows the

result with such a construction.

(a) (b) (c)

Fig. 2. (a) is the original image; (b) and (c) are the recon-

structed mesh and image by the pixel-level triangulation.

3.3. Data-dependent triangulation

Note that in the pixel-level triangulation, only the diagonal

edges can be swapped. This flexibility is often not suffi-

cient for high quality image reconstruction. Here we use

the DDT technique to further enhance the edge feature in

the reconstructed image.

436



The DDT technique assigns a cost to each edge and aims

to minimize the total cost by locally swapping edges. In [9],

an effective cost function is proposed. It is based on the re-

lationships between the level contours in the interpolated

intensities of adjacent triangles and also the gradient mag-

nitude of the intensity surface for each triangle which the

contour lines’ relative contrast. Specifically, for an edge e

shared by two triangles that correspond to two interpolating

surfaces defined by linear functions Ti = aix+biy+ci, (i =
1, 2), the cost function is

cost(e) = ||∇T1|| · ||∇T2|| · (1 − cos θ) (1)

where θ is the angle between the contour-line normals, and

||∇Ti|| =
√

a2
i + b2

i .

Usually the DDT is performed by some heuristic opti-

mization methods. Yu et al proposed a look-ahead algo-

rithm. The algorithm visits each edge in a triangulation and

checks whether its two neighboring triangles form a convex

quadrilateral. If it is not convex, the algorithm does noth-

ing. Otherwise, the algorithm compares the sum of the five

dark edges’ costs in Figure 3(b) and the sum of the five dark

edges’ costs in Figure 3(a). If Figure 3(b) gives a lower to-

tal cost, then the edge swap is performed, which makes the

triangulation in Figure 3(a) be replaced by the one in Fig-

ure 3(b). Otherwise, a look-ahead strategy is taken. That is

to check whether the edge swap in conjunction with an edge

swap of any of the neighboring edges can reduce the cost.

The algorithm compares the total cost of all 13 edges in Fig-

ure 3(a) with the total cost of all 13 edges in Figure 3(c), (d),

(e) and (f). The one with the smallest cost will be selected.

After the algorithm visits all edges, it completes one itera-

tion. If there is any edge swap in the first iteration, the al-

gorithm conducts a second iteration. This process continues

until the overall cost cannot be reduced anymore.

Fig. 3. Look-ahead strategy: (a) original triangulation, (b)

first edge swapping, and (c-f) second edge swapping.

In general, the look-ahead DDT algorithm works pretty

well. However, due to the local nature, the algorithm also

possibly converges to a local minimum. Especially when

the initial triangular mesh is not good enough, the DDT

could still generate some artifacts in the reconstructed im-

(a)

(b)

Fig. 4. Comparison between DDT (a) without and (b) with

the pixel-level triangulation. The rightmost column shows

the local triangulations in the leftmost area of the images.

age, as shown in Figure 4(a). Since the pixel-level triangu-

lation can catch some edge features, the output of the pixel-

level triangulation is good initial triangulation for DDT. Fig-

ure 4(b) shows the result obtained by applying the look-

ahead DDT algorithm to the triangular mesh outputted from

the pixel-level triangulation, where the artifacts in the left-

most area of the reconstructed image disappear.

3.4. Mesh simplification

Usually the number of triangles resulted from the DDT is

very large. However, it is quite often that there is no need to

keep so many triangles to represent an image. Here we pro-

pose a mesh simplification algorithm to reduce the number

of triangles.

Similar to Garland and Heckbert’s algorithm [3], our

method works by iteratively performing a process called an

edge contraction. For an edge bounded by vertices v1 and

v2, the edge contraction moves both v1 and v2 to a new lo-

cation denoted by v̄, connects all their incident edges to v1

(i.e.,v̄), and deletes vertex v2. Any edges or faces which

have become degenerate are also removed. The effect of a

contraction is small and highly localized. Refer to Figure 5.

If neither of two vertices of an edge is on the boundary of

the mesh, then two faces will be removed. To perform an

edge contraction, we have to choose the location v̄. To sim-

plify the algorithm, we let v̄ = (v1 + v2)/2 in general and

let v̄ be v1 or v2 in special cases, as explained in the end of

this subsection.

When an edge e bounded by v1 and v2 is contracted to

location v̄, the original triangulation is updated. If the grey

or color value at location v̄ is set to h, then a new piecewise

linear surface is formed. Let the function defining the new

piecewise linear surface be T (P ). It locally depends on h.
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Fig. 5. Edge contraction: The highlighted edge is contracted

into a single point. The two shaded triangles become degen-

erate and are removed during the contraction.

Denote the region consisting of all the triangles sharing ver-

tex v̄ by ∆. We can determine h by minimizing the mean

square error (MSE):

MSE =
∑

for each pixelP∈∆

|T (P ) − f(P )|2 (2)

where f(P ) is the image function. Once h is computed, we

can compute the maximum value of |T (P ) − f(P )| for all

pixels P ∈ ∆, which is the local L∞ error. Thus for each

edge e, we can compute such an L∞ error. Our simplifica-

tion strategy is to contract those edges with the lowest L∞

errors. We keep contracting edges until the number of the

triangles reaches the given one or the lowest L∞ error is

greater than the threshold. In this way, the approximate er-

ror or the number of triangles is controllable. In summary,

the simplification process can be outlined as follows:

• Compute the L∞ error for all edges of the triangula-

tion.

• Check whether the current triangulation satisfies the

termination condition. If yes, exit the algorithm; oth-

erwise, go to the next step.

• Contract the edge with the lowest L∞ error.

• Update the the L∞ error for those edges lying on the

triangles having vertex v̄ (see Figure 6), and go to the

second step.

However, the above process might cause neighboring

triangles to fold over when an edge is contracted. To avoid

triangle foldover, we can check the orientation of each tri-

angle before and after the contraction and if the orientation

changes, the contraction will be disallowed.

Fig. 6. The edges whose L∞ error needs to be updated.

In addition, the image boundary should be preserved in the

process of simplification. For this purpose, the contraction

process should be modified as follows:

• If the two terminal vertices of an edge belong to two

different boundaries of an image, then this edge con-

traction is not allowed.

• Otherwise, if one of two terminal vertices of an edge

is a corner of an image, the new location v̄ should be

chosen at the corner and perform the edge contrac-

tion.

• Otherwise, if one of two terminal vertices of an edge

belongs to image boundaries, the boundary vertex is

chosen as v̄ and perform the edge contraction.

• Otherwise, perform the edge contraction.

3.5. Polygonization

The triangulation resulted from the preceding processes may

still contain some redundant information, such as redundant

triangles or redundant vertices. A polygonization process

can be used to merge the triangles and further reduce the

data [7]. In our implementation, we simply let the simpli-

fied triangulation be the initial mesh and iteratively check

every two adjacent polygon faces. If the normal vectors of

the interpolating linear surfaces corresponding to the two

faces are almost parallel, then the two faces are merged and

the edges shared by the two polygons are removed.

After the polygonization, a series of polygons are gen-

erated. In order to perform SVG rendering of the recon-

structed image using SVG viewers, each polygon should be

encoded in the SVG format. For a polygon with n vertices

having almost the same color, we can generate SVG codes:

<path d= "M x1,y1 L x2,y2, ..., L xn,yn"

stroke = "#RRGGBB" fill = "#RRGGBB" />

where x1,y1, x2,y2, xn,yn are the vertex coordi-

nates, and RRGGBB is the filling color with RR, GG and

BB for the red, green and blue values, respectively. If the

vertices of a polygon have different color values, the filling

color is not constant and the gradient primitives should be

used.

4. EXAMPLES

The section provides some examples to demonstrate the ef-

fectiveness of our vectorization algorithm. Figure 7 is an

example of image magnification with a scaling factor of 3.

Figure 7(a) is the original image of resolution 240×240,

Figure 7(b) is the result using the conventional bicubic inter-

polation method, which obviously contains some artifacts,

Figure 7(c) is the result of the reconstructed image with

239 × 239 × 2 triangles using pixel-level triangulation and

DDT, and Figure 7(d) is the result of the proposed algorithm

with 239×239 triangles, which gives the maximum approx-

imate error of 0.7. It can be found that the edge features are

preserved pretty well in the reconstructed images.
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(a) (b)

(c) (d)

Fig. 7. Image magnification: (a) the original image; (b) us-

ing the bicubic interpolation method; (c) using pixel-level

triangulation and DDT only; and (d) using pixel-level trian-

gulation, DDT and simplification.

Experiments have also been conducted to compare the

proposed algorithm with SVGenie and a commercializd soft-

ware tool KVEC [4] for converting bitmap images into SVG.

Table 1 shows the statistics for the image file size of the

experiments and Figures 8-11 show the resulting images.

All the original images are in the bmp format and the SVG

ouput files using KVEC, SVGenie and the proposed method

are compressed by WinRAR. The comparison shows that

our method provides a good tradeoff between the image

quality and the image file size. Although KVEC can gener-

ally obtain a smaller file size than the proposed method, the

quality of images outputted by KVEC is obviously lower

than that generated by the proposed method. It is also found

that the proposed method consistently outperforms SVGe-

nie in both the image quality and the image file size.

Table 1. Statistics for the image file size

Examples
Original

Size
KVEC SVGenie

Proposed

Method

Fig.8 117KB 49 KB 120 KB 59KB

Fig.9 94KB 85 KB 119 KB 52KB

Fig.10 66KB 39 KB 114 KB 49KB

Fig.11 58KB 48 KB 170 KB 49KB

5. CONCLUSION

We have described an algorithm for vectorizing a bitmap

image and finally converting it into an SVG format with

quality or file size control. The algorithm is an integration of

pixel-level triangulation, data-dependent triangulation, tri-

angulation mesh simplification and polygonization. As a re-

sult, high quality reconstructed image can be obtained with

a relatively small file size.
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Fig. 8. From left to right: the original image with resolution 200×200, and SVG rendering results using KVEC, SVGenie

and the proposed method. Note that the difference exits between the left side of the girl’s face in the last two images.

Fig. 9. From left to right: the original image with resolution 200×160, and SVG rendering results using KVEC, SVGenie

and the proposed method. The proposed method gives the best quality.

Fig. 10. From left to right: the original image with resolution 130×152, and SVG rendering results using KVEC, SVGenie

and the proposed method. The gradual changing of the yellow flower’s color can be preserved partly in the proposed method.

Fig. 11. From left to right: the original image with resolution 160×142, and SVG rendering results using KVEC, SVGenie

and the proposed method. Note that the proposed method can render the neck and face of the girl distinctly.
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