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1 |  INTRODUCTION

High-level synthesis (HLS) is a design automation technol-
ogy that automatically translates software programs written 
in high-level programming languages, such as C/C++, into 
the register-transfer level (RTL) descriptions in hardware de-
scription languages (HDLs) [1,2]. Recently, HLS has become 
increasingly appealing owing to its potential to improve design 
productivity. However, the area of HLS-generated circuits is 
often larger than that of human-designed circuits. Our prelimi-
nary experiments with a state-of-the-art HLS tool, Vivado HLS 
from Xilinx, and standard benchmark programs showed that the 
HLS tool can share fine-grained functional units (FUs), such 
as adders and multipliers automatically and sophisticatedly. 
However, it is not easy for users to exploit the sharing of coarse-
grained modules when using the HLS tool. The HLS tool often 
creates multiple instances of the same module for a function, 
especially when the function is called from multiple functions.

To avoid this issue, a common technique that realizes 
function-level module sharing is function inlining [3,4]. More 
exactly, function inlining does not exploit coarse-grained 
module sharing, but it extends the opportunity for fine-
grained module sharing beyond functions by removing func-
tion boundaries. Owing to the wider-scope module sharing, 
function inlining often reduces circuit area [3,4]. However, 
in general, excessive function inlining often leads to per-
formance degradation because it creates huge modules with 
large numbers of control states and components. Moreover, 
the increased complexity of the controller and interconnec-
tions results in a lower clock frequency and timing violation.

In this paper, we present two HLS techniques for module 
sharing at the function level, which generate a single instance 
of a module from a function even if the function is invoked from 
different functions. The remainder of this paper is organized 
as follows. Section 2 describes the related work. Section 3 in-
troduces the concept of module sharing at the function level 
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and explains how to share modules without creating multiple 
instances for the same module. Section 4 presents the experi-
mental results, and Section 5 concludes the paper.

2 |  RELATED WORK

HLS has actively been investigated in the last couple of dec-
ades. The work in [5] addresses pipeline synthesis techniques 
for field-programmable gate arrays (FPGAs) and introduces 
two algorithms to automatically explore the large design spaces 
and to parallelize C-based descriptions to maximize through-
put or minimize area. Zhao and others introduced a mixed-
integer linear programming formulation for mapping-aware 
pipeline module scheduling [6]. Alle and others presented a 
source-to-source transformation using dynamic scheduling 
strategies, yet this work needs additional logic for the com-
plex decisions, which incur a resource overhead [7]. In [8], 
Vahid studied function-level optimizations in HLS, including 
function cloning, exlining, and clustering. Hara et al. studied 
function inlining and clustering and proposed an integer linear 
programming formulation to optimize to minimize the cluster-
ing size under performance and area constraints [3,4].

To reduce the circuit area at the RTL, resource sharing is 
a well-known methodology, especially in the binding for HLS 
processes. Recently, there have been several studies on resource 
sharing. In resource sharing, a single FU is shared among differ-
ent operations by adding multiplexers (MUXs) to the shared FU 
[9]. A finite state machine (FSM) controls the MUXs to steer 
the data to the adder that depends on the state. Cardoso [10] pre-
sented an algorithm, including temporal partitioning, resource 
sharing, scheduling, and allocation and binding, to efficiently use 
the resources of FUs. Cong and Jiang developed a framework 
for pattern-based behavior synthesis [11]. They proposed graph-
based techniques to efficiently extract the patterns of operators in 
the HLS of FPGA circuits and to share a block of FUs according 
to the patterns in the binding. However, the approach only works 
at the FU level within a module. The intramodule sharing of 

FUs cannot be allowed. To overcome these limitations, the work 
in [12] employed function proxies that enable blocks of com-
mon operations to be shared across the boundaries of modules, 
but this approach needs support for the synthesis of a function 
pointer. The authors note that their proposed techniques need to 
be combined with other optimization strategies such as inlining.

In [13], we presented our preliminary work on func-
tion-level module sharing. Since the previous work in [13] 
can be applied to a very limited type of functions, this paper 
extends this work to more general functions. In addition, this 
paper proposes a selective function inlining technique for 
function-level module sharing.

3 |  FUNCTION-LEVEL MODULE 
SHARING TECHNIQUES

In this section, we describe our motivation and propose func-
tion-level module sharing techniques.

3.1 | Motivation

Let us consider a C program whose function call graph is shown 
in Figure 1A. The function AES_main calls two functions, en-
crypt and decrypt, each of which calls the function Key. From 
this program, a state-of-the-art HLS tool such as the Xilinx 
Vivado HLS generates the circuit shown in Figure 1B. The top 
module AES_main contains encrypt and decrypt modules, each 
of which contains a Key module. Thus, the generated circuit 
contains two instances of the Key module in total. Owing to 
the sequential nature of the C program, however, the two Key 
modules are not simultaneously activated. In this case, the gen-
eration of multiple instances of an identical module is a waste 
of silicon area. The function-level module sharing techniques 
proposed in this paper create a single instance of a module from 
a function even if the function is called from different functions. 
One module sharing method is function inlining. By function 

F I G U R E  1  An example of the concept 
of module sharing: (A) function call graph, 
(B) HLS-generated circuit, (C) circuit with 
function inlining—encrypt and decrypt are 
inlined into AES_main, and (D) circuit with 
module sharing.
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inlining, the functions between AES_main and the Key func-
tion, encrypt and decrypt, are inlined to the AES_main function. 
The AES_main function becomes the only caller of Key so that 
a single instance of the Key module is created. In this way, func-
tion inlining enables function-level module sharing. However, 
excessive function inlining often leads to performance degrada-
tion. Function inlining may create huge modules with a large 
number of control states, resulting in a timing violation [7].

The two techniques presented in this paper focus on mod-
ule sharing at the function level. Both techniques are based 
on source-to-source transformation at the C-code level, and it 
is not necessary to modify an RTL circuit.

3.2 | Module sharing by selective 
function inlining

To enable the sharing of functions in C code, we first propose 
a module sharing technique by function inlining. In general, 
function inlining itself may lead to performance degradation 
due to the aforementioned characteristics. In this paper, we 
introduce a technique for module sharing by inlining func-
tions except for a shared function.

Figure 2A shows a call graph that has the same call hierar-
chy. func0 calls both func1 and func2, and each of func1 and 
func2 calls shared_func. Figure 2B shows the FSM of a cir-
cuit without module sharing. In the figure, the func0 function 
calls the two functions denoted as func1 and func2, which call 
shared_func. Note that the circuit is generated by the state-
of-the-art HLS tool in such a way that two instances of the 
shared_func module are created. To reduce the circuit area, 
it is necessary to share the shared_func function because the 
two shared_func are called in a mutually exclusive way. In our 
proposal, the C code for this circuit is modified so that an HLS 
tool generates a circuit whose FSM is shown in Figure 2C. 
In this figure, each of func1 and func2 is inlined into func0, 
and func0 calls shared_func. The caller of shared_func is only 
func0, and the HLS tool generates an instance of the shared_
func module.

3.3 | Module sharing by multiple 
function calls

Another function-level module sharing method is to move 
the shared function into the upper level. This transforma-
tion is performed at the C source level. Figure 3A shows 
an example of C code. The func0 function calls two func-
tions, func1 and func2, each of which calls shared_func. 
As aforementioned, the state-of-the-art HLS tool generates 
a circuit whose FSM is similar to Figure 2A. Our technique 
transforms the code in Figure 3A into that in Figure 3B. 
func1 is partitioned into two parts at the point of calling 
shared_func, and an if–then–else statement is inserted. 
The first and second parts of func1 are moved to the then 
and else blocks, respectively. A new argument (that is, int 
i) is added to func1, indicating which part of func1 should 
be executed. If i is set to 0, the then block of func1 is exe-
cuted. If it is set to 1, the else block is executed. The call to 
shared_func is moved from func1 to func0. In func0, func1 
is called first with i = 0, shared_func is called next, and 
func2 is then called again with i = 1. The same transforma-
tion is applied to func2 as well. In the modified code in 
Figure 3B, shared_func is called twice but from the same 
function func0. Therefore, only a single instance of the 
shared_func module is created by the HLS tool. Figure 4 
shows the FSM of the circuit where the module sharing 
technique is applied. In this case, the number of function 
calls is increased; however, each function retains its size 
without increasing the complexity of the control states and 
operations.

This technique is sometimes unable to be employed, such 
as the case shown in Figure 5. Figure 5 shows a call graph 
in the case where shared_func cannot be shared. The figure 
shows that func0 calls func1 and func2, and func2 calls func3. 
Each of the func1 and func3 calls shared_func. To share the 

F I G U R E  2  State transition diagrams: (A) call graph with the 
same call hierarchy, (B) FSM without module sharing, and (C) FSM 
with module sharing by function inlining.
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shared_func module, the level of the call hierarchy is nec-
essarily the same from func0. Intuitively, if either func3 is 
inlined to func2 or func2 is inlined to func0, the hierarchy of 
shared_func from func0 becomes the same so that our pro-
posed techniques can be employed.

4 |  EXPERIMENTS

We have conducted experiments to compare our module 
sharing technique with the following four techniques:

• Default: All functions are synthesized on the basis of the 
default configuration of Vivado HLS.

F I G U R E  3  An example of our proposed technique.

F I G U R E  4  FSM of the circuit with module sharing.

F I G U R E  5  Call graph with a different call hierarchy.

F I G U R E  6  Call graphs of the benchmark programs: (A) dfadd, 
(B) dfsin, and (C) dfaddsub.
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• Inline-off: HLS generates circuits without module sharing, 
and it generates multiple instances of the same module 
without inlining.

• Inline-all: All functions are inlined into a main function.
• Share-inlining: Module sharing technique by function 

inlining.
• Share-calls: Module sharing technique by multiple func-

tion calls.

We used Vivado HLS 2019.1 as an HLS tool and Xilinx 
Zynq-7000 as a target board. The clock frequency was set to 
100 MHz; thus, the timing constraint was within 10 ns. We 
characterized the area requirements by reporting the num-
bers of look-up tables (LUTs), flip-flops (FFs), digital sig-
nal processors (DSPs), and execution clock cycles; the 
amount of block random-access memory (BRAM); and the 
critical path (CP) delay. In the experiments, we used three 
programs from the CHStone benchmark suite [14]: aes, 

dfadd, and dfsin, whose call graphs are shown in Figure 1A 
and Figure 6A and B, respectively.1 In addition, we used 
dfaddsub from [15], which is based on the SoftFloat library 
[16] for the software implementation of binary representa-
tion. The call graph of dfaddsub is shown in Figure 6C. Note 
that the functions to be shared are determined in advance.

Table  1 summarizes the synthesis and simulation results 
in terms of the numbers of LUTs, FFs, execution cycles, and 
DSPs and the amount of BRAM, where the numbers in paren-
theses denote the values normalized to Default. For aes, Share-
inlining can reduce the number of LUTs by 6.4%. The technique 
effectively reduces the circuit area by generating a single in-
stance of a shared module. In contrast, Share-calls increases 
the number of LUTs by 63.7% owing to the additional circuits 

 1The three programs were selected on the basis of the call graph structure. 
To apply our module sharing techniques to a function, the function must be 
called from multiple functions.

T A B L E  1  Synthesis and simulation results

Default Inline-off Inline-all Share-inlining Share-calls

aes

LUTs 1460 (1) 2769 (1.897) 1825 (1.250) 1366 (0.936) 2390 (1.637)

FFs 1764 (1) 2721 (1.542) 1478 (0.838) 1639 (0.929) 2313 (1.311)

DSPs 2 (1) 2 (1) 0 (-) 2 (1) 2 (1)

BRAM 10 (1) 10 (1) 9 (0.9) 10 (1) 10 (1)

Clock cycles 3071 (1) 3193 (1.040) 2996 (0.976) 3062 (0.997) 3073 (1.001)

CP delay (ns) 6.192 7.127 6.342 6.666 6.652

dfadd

LUTs 4650 (1) 4497 (0.967) 4228 (0.909) 3960 (0.851) 4437 (0.954)

FFs 2425 (1) 2439 (1.006) 1857 (0.766) 1962 (0.809) 2615 (1.078)

DSPs 0 (-) 0 (-) 0 (-) 0 (-) 0 (-)

BRAM 0 (-) 0 (-) 0 (-) 0 (-) 0 (-)

Clock cycles (avg.) 5 (1) 6 (1.2) 4 (0.8) 5 (1) 7 (1.4)

CP delay (ns) 7.401 7.917 9.765 8.249 8.328

dfsin

LUTs 10 390 (1) 10 510 (1.012) 9211 (0.887) 8896 (0.856) 9858 (0.949)

FFs 6815 (1) 7837 (1.150) 6033 (0.885) 6475 (0.950) 7946 (1.166)

DSPs 43 (1) 43 (1) 59 (1.372) 59 (1.372) 43 (1)

BRAM 0 (-) 0 (-) 0 (-) 0 (-) 0 (-)

Clock cycles (avg.) 1308 (1) 1308 (1) 1309 (1.001) 1304 (0.997) 1340 (1.024)

CP delay (ns) 9.975 9.975 10.328 9.975 9.975

dfaddsub

LUTs 4664 (1) 9015 (1.933) 4685 (1.005) 4664 (1) 4661 (0.999)

FFs 2426 (1) 5011 (2.066) 2426 (1) 2426 (1) 2429 (1.001)

DSPs 0 (-) 0 (-) 0 (-) 0 (-) 0 (-)

BRAM 0 (-) 0 (-) 0 (-) 0 (-) 0 (-)

Clock cycles (avg.) 5 (1) 7 (1.4) 5 (1) 5 (1) 6 (1.2)

CP delay (ns) 7.401 7.917 7.401 7.401 7.401
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for the if–then–else statement in each module. Furthermore, 
the overhead of multiple function calls in this technique for in-
voking the shared function increases with the number of clock 
cycles. Share-inlining obtains the smallest number of clock 
cycles owing to the elimination of the overhead for function 
calls. In dfadd, both Share-inlining and Share-calls achieve 
reductions in the circuit area compared with that of Default 
due to a large function that is shared. Share-calls and Share-
inlining reduce the number of LUTs by 4.6% and 14.9%, re-
spectively. If all functions are inlined into the main function, 
there is a 9.1% reduction in the number of LUTs relative to that 
of Default. According to the results, Default may generate mul-
tiple instances of modules with several LUTs. Our proposed 
techniques, however, degrade the performance of the circuits, 
which is found in the CP delay. The techniques for module 
sharing increase the numbers of control states and operations, 
and these overheads incur a longer CP delay than the others. 
dfsin is a sine function for double floating-point numbers and 
is defined as a quite large circuit in the experiments. In this 
case, Share-calls can reduce the number of LUTs by up to 5.1% 
without performance degradation. In the results obtained by 
Share-inlining, the numbers of LUTs and FFs are reduced by 
up to 14.4% and 15.0%, respectively. Owing to the increased 
overhead for multiple function calls, Share-calls needs the larg-
est number of clock cycles but meets the timing constraint. In 
contrast, Inline-all violates the constraint within 10 ns. In the 
results, function inlining with module sharing based on our 
proposed techniques can effectively reduce the area and sat-
isfy the constraint. For the dfaddsub program, Default, Inline-
all, Share-inline, and Share-calls are comparably successful, 
while Inline-off significantly increases the numbers of LUTs 
and FFs. As shown in Figure 6C, two functions, float64_add 
and float64_sub, call three common functions (extract64sign, 
addfloat64sigs, and subfloat64sigs), and these three functions 
are to be shared. In this program, Default automatically in-
lines float64_add and float64_sub into float64_addsub, and 
therefore, Default and Share-inlining yield the same results in 
Table 1. In contrast, Inline-off generates a large circuit since 
the three functions extract64sign, addfloat64sigs, and sub-
float64sigs are relatively large but are not shared, leading to 
multiple instances of large modules. Although our proposed 
techniques do not reduce the area compared with Default, the 
results show the importance of function-level module sharing.

5 |  CONCLUSIONS

In this study, we have proposed techniques for function-level 
module sharing in HLS. Because our techniques are a source-
level transformation, they can be applied as the front ends of 
existing HLS tools. Our experimental results show a signifi-
cant reduction in the number of LUTs.

At present, this work assumes that users specify the func-
tions to be shared. Because our proposed techniques some-
times degrade performance, it is crucial to carefully select the 
functions to be shared by estimating the expected area reduc-
tion and performance degradation. In the future, we plan to 
conduct more extensive experiments with more complex pro-
grams to investigate the tradeoff between the area reduction 
and the performance degradation caused by module sharing 
and to develop a methodology that automatically determines 
the functions to be shared. Moreover, we plan to conduct ex-
periments using other HLS tools because the effectiveness 
of our proposed techniques depends on a specific HLS tool 
at present.
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